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Aside from the fact that we don’t know much about it, there are two difficulties with the study of 
consciousness.  The first is that, in the Western tradition since Descartes, consciousness has been 
a highly contested subject, with essentially no input from empirical evidence except personal 
experience.  Philosophers today are just as divided on the subject as they have been since the 
17th century.  For our purposes here, the philosophical debate needs to be put aside; this course 
is about neuroscience.  The second difficulty with the study of consciousness is that, being 
conscious, we tend to have opinions about the subject and even to feel strongly about it.  
Introspection plays a legitimate and important role in the neuroscientific study of consciousness.  
But, for our purposes here, we also need to put aside our own personal views on the subject and 
focus on what the scientists have learned. 

We need to begin by clarifying some concepts.  The first is the concept of attention.  As we saw 
in the session on Cognition, attention comes in two forms:  bottom-up and top-down.  When 
something unexpected and unsoughtfor happens, it attracts our attention; it is unclear whether 
this bottom-up process is the function of a Salience Network of cortical association areas, or 
whether events simply intrude into association areas from the sensory systems.  On the other 
hand, when we are performing a complex task, we may direct our attention in a top-down 
manner, focusing on a location (to see what appears there, for example), a feature (looking for 
someone with gray hair in the grocery store), or a type of object (where’s Waldo?); this is the 
responsibility of the Dorsal Attention Network. 

Both bottom-up and top-down attention are typically accompanied or followed by consciousness.  
We normally become aware of whatever our attention is drawn to and whatever we direct it to.  
But attention and consciousness can come apart.  For example, we can become conscious of 
things that we are not attending to.  If a complex image is flashed on a screen for only 30 
thousandths of a second, subjects can report the gist of the scene (whether it is a landscape, a 
person, an automobile) despite the fact that 30 milliseconds is not enough time for the 
deployment of attention.  [2:  see footnote ]  The absence of attention can be demonstrated using 1

what is called a dual-task paradigm.  The subject looks at a central fixation point while 
performing a demanding task, such as looking for a rotated T among a bunch of rotated Ls 
around the fixation point.  Occasionally, in addition, a picture appears at a location away from 
the fixation point, and without looking at it the subject has to report the gist of the picture:  did it 
contain an animal, for example, or was a face female or male?  People can do both tasks equally 
well, at the same time, with attention devoted entirely to the more difficult task at the central 
location.  (It is interesting that without attention subjects cannot perform what might seem to be 

 Numbers in brackets indicate the figures at the end of this document which illustrate the 1

information that follows the brackets.
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simpler tasks:  for example, reporting whether a disc in the peripheral, unattended location had 
the red half on the left or right.) 

The reverse dissociation can also happen:  there can be attention without consciousness.  This 
fact will be discussed in some detail below. 

The word consciousness also needs some clarification.  It has two uses:  a person can be 
conscious, and a person can be conscious of something.  By analogy with syntax, these are 
sometimes referred to as the intransitive and transitive uses of the word. 

To say that someone is conscious is to say that they are awake and alert and functioning.  
Intransitive consciousness is a matter of arousal, and the level of consciousness varies 
continuously from high vigilance to drowsiness, and on into pathological states such as a 
“minimal conscious state”, coma, and brain death.  Neuroscience has concerned itself with these 
pathological conditions and has provided tools that have some usefulness both in diagnosis and 
in attempting to communicate with patients, but we will not be concerned with those subjects 
here.  One doesn’t strictly need to be awake to be conscious; neuroscientists count dreaming as 
being in the conscious state and they have made some attempts to study it, but that is also not 
covered here. 

What about animals?  Some neuroscientists working on consciousness investigate monkeys, and 
even rodents.  Neural events that, in humans, are associated with consciousness are also found in 
monkeys, and monkeys have been used extensively to probe the difference between 
consciousness and attention.  But this animal work is an extension of the work on humans, who 
are taken to be conscious subjects par excellence.  If you want to know what it is like to be a bat, 
read “What is it like to be boring and myopic”, available on the website. 

To say that someone is conscious of something is different from just saying they are conscious.  
It is this “transitive” form of consciousness that is the subject of this writeup.  One can be 
conscious of many “things”:  percepts (visual, auditory, tactile, etc.), pains, emotions, ideas, 
memories, fantasies, and the aforementioned dreams.  Almost all of the research on 
consciousness has been concerned with perception, for the obvious reason that experimentalists 
can manipulate stimuli to affect perceptions while they look for signs of what’s going on in the 
brain.  So one limitation of the material we will see is that out of all the things one can be 
conscious of, perceptions are about the only ones we know anything much about. 

A second limitation is that work to date has necessarily focused on single, isolated perceptions.  
Although consciousness flows from perception to perception in a stream, we will be looking at 
single events only.  How those events get melded into a stream is not discussed. 
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Different neuroscientists, and other scientists, have many theories about consciousness.  Joseph 
LeDoux—the expert on “fear” and the amygdala—lists  the following: 2

• Attended intermediate representations (Jesse Prinz) 

• Attention schema (Michael Graziano) 

• Attentional amplification (Michael Posner) 

• Autonoetic consciousness (Endel Tulving) 

• Dissociable interacting systems (Daniel Schacter) 

• Dynamic core (Gerald Edelman, Giulio Tononi) 

• First-order representations (Ned Block, Victor Lamme) 

• Global workspace (Bernard Baars) 

• Global neuronal workspace (Stanislas Dehaene, Lionel Nacchache, ]ean-Pierre Changeux) 

• Higher-order representations (David Rosenthal) 

• Higher-order representation of a representation—-HOROR (Richard Brown) 

• Integrated information (Giulio Tononi, Christof Koch) 

• Microtubules (Roger Penrose, Stuart Hameroff) 

• Operating system (Philip Johnson-Laird) 

• Hierarchical predictive inferences (Karl Friston, Andy Clark, Anil Seth) 

• Social interactions (Chris Frith, Uta Frith, Nick Shea) 

• Supervisory executive system (Tim Shallice) 

• Verbal interpreter (Michael Gazzaniga) 

• Time-locked multiregional retroactivation (Antonio Damasio) 

• Working memory episodic buffer (Alan Baddeley) 

Not all of these theories have been fleshed out in any detail, and few have been subjected to 
experimental tests.  In this session, I will focus on only one of them, the Global Neuronal 
Workspace theory, originally proposed by Bernard Baars and developed—with a great deal of 
experimental work—by Stanislas Dehaene, Lionel Nacchache, and Jean-Pierre Changeaux.  At 
the end I’ll briefly compare this approach to three others. 

[4]  Our interest is on the experimental findings, but let’s put the theory on the table first.  The 
Global Neuronal Workspace theory hypothesizes that conscious experiences consist of neural 
processes that gain access to a widespread network of connections that make the content of the 

 LeDoux, Joseph E. The Deep History of Ourselves: The Four-Billion-Year Story of How We 2

Got Conscious Brains. Viking, 2019. Page 273.
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experience available to all the major networks in the cortex.  Those networks include the 
networks discussed in the session on Cognition:  the Default Mode Network, the Fronto-Parietal 
Cognitive Control network, the Dorsal Attention network, and so forth.  They also include 
memory/learning networks such as the hippocampus-based episodic memory system and the 
procedural learning system of the basal ganglia.  They include the evaluative/emotional system 
and the motor system that generates voluntary behavior.  Even the sensory systems are affected, 
not only the system where the experience originated but the other senses as well. 

Processes that do not become conscious can also have effects on other networks and systems in 
cortex, as we will see in some detail shortly.  But those effects operate via pre-established 
pathways—say from vision through the basal ganglia to the motor system in the case of a habit—
rather than by broadcasting information to the entire cortex, and their effects are quite limited in 
time and space. 

The “global workspace” of the theory is not a particular patch of cortex, nor is it just another 
network.  Rather, the “workspace” includes essentially all of cortex.  The formation of this 
“workspace” is hypothesized, very tentatively, to be enabled by pyramidal neurons of a certain 
type which are particularly dense in prefrontal, parietal, and cingulate cortex and which have 
long-range excitatory connections to many other cortical areas as well as looping through the 
thalamus. 

The central idea of the theory is that this “workspace” can, as it were, pick up information in one 
system—say vision—and broadcast it.  This makes the information available everywhere, rather 
than being routed to other systems only by way of pre-established links.  Conscious information 
can be attended, evaluated, and remembered.  It can play a role in performing a task controlled 
by the Fronto-Parietal Cognitive Control network, or it can form a link in a chain of reflections in 
the Default Mode network.  Entry into the workspace even makes it possible for activity in one 
sensory modality to affect what is going on in another sensory modality; activity in the auditory 
system, for example, is modulated by conscious visual activity, as in the McGurk effect (see 
youtube.com/watch?v=PWGeUztTkRA; there is a link in Extra Stuff). 

The key idea in the Global Neuronal Workspace theory of consciousness is the concept of 
“global ignition”.  Like what happens in Las Vegas, unconscious information does not get widely 
distributed.  But information that makes it into the “workspace” triggers global ignition of the 
workspace and is broadcast to all systems.  This broadcasting is an all-or-nothing process:  
information either remains restricted to areas of cortex with pre-established connections, or it 
ignites activity all across the cortex.  It is this event—global ignition—that distinguishes 
conscious from nonconscious events in the brain, according to the theory. 

The phenomenon of global ignition is the point at which the Global Neuronal Workspace theory 
of consciousness meets the experimental evidence.  Experiments demonstrate, pretty 
conclusively, that something like global ignition occurs and that it has something to do with 
consciousness.  Whether that requires the rest of the theory is not so clear.  So let’s leave the 
theory aside and turn to the experiments. 
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I will discuss the experiments in two groups.  The first group of experiments probes what neural 
and mental consequences a stimulus can have when it is not perceived consciously, and the 
second group aims to identify what it is that distinguishes experiences that are conscious from 
those that are not. 

There are several ways of keeping a stimulus from being perceived and thus rendering it 
unconscious.  I’ll discuss experiments in the visual modality, which is by far the most studied, 
but many have parallels in audition.  The simplest way of keeping a subject from consciously 
perceiving a visual stimulus is to have it disappear quickly.  The displays used in the early 
experiments were capable of showing an image for as little as 16 thousandths of a second, which 
is well under the time needed for visibility.  A second way to prevent a stimulus from entering 
consciousness is to present it outside of attention.  Although it is possible to arrange special 
conditions under which a stimulus is perceptible without being attended, there are also several 
ways of  preventing consciousness by manipulating attention.  [5]  One is the attentional blink.  
As an example, show a subject a series of digits, and task them with pressing a button whenever 
a letter (rather than a digit) appears.  If a second letter appears less than half a second after the 
first one, it is likely to be missed.  The processing of the first letter interferes with the perception 
of the second.  A related technique depends upon inattentional blindness.  If you can get a subject 
to concentrate hard enough on one thing, they will not see something else that one would think 
has to be obvious.  You may be able to experience the most famous example of inattentional 
blindness—if you haven’t already done so—at youtube.com/watch?v=vJG698U2Mvo (there is a 
link in Extra Stuff).  It won’t work for you if you don’t follow the instructions carefully enough 
to get the right answer.  And I may already have said enough about it to spoil the experience for 
you. 

[6]  The most widely used technique for preventing consciousness, however, is called masking.  
In a masking experiment, the stimulus is presented for a long enough time to become visible, 
then it is replaced with a new stimulus that interferes with the perceptual process, rendering the 
potentially visible stimulus invisible.  (Masks may also appear before the stimulus to be 
suppressed, as in the illustration.)  All of the experiments I will describe use masking to keep a 
stimulus from entering into consciousness.   

The experiments below also use a technique called priming.  Here’s how priming works.  The 
experimental subject has a task to perform—find something, recognize something, do something
—when a signal is seen.  That signal is the target stimulus.  Before seeing the target stimulus, the 
subject may see a stimulus that has some association with the target, so that seeing it makes 
performing the task easier or harder.  If the prime is rendered invisible by masking, the subject’s 
performance of the task may still be affected by its presence in their sensory system, even though 
it isn’t actually perceived.  This will be easier to understand in the concrete examples; this 
paragraph is only meant to establish the concepts of a prime, which is invisible, and a target, 
which is visible. 
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The first type of experiment shows that invisible primes can activate semantic knowledge of 
meanings. 

• [7]  In one experiment, a subject is shown a series of target stimuli that are written words, and 
their task is to press one of two buttons—as quickly as possible—to indicate whether the word 
represents a natural object or a man-made artifact.  The prime is shown just before the targets 
appears, and the prime—which is masked and invisible—may be the same word as the target 
or a word from the other category (artifact or natural).  The subject presses the buttons faster 
on targets that are preceded by primes of the same word, and slower on targets that are 
preceded by a word from the opposite category.  That’s maybe not too surprising.  What’s 
interesting is that the priming effect travels all the way through the word recognition process.  
The target “radio” is primed just as effectively by “RADIO” as by “radio”, but only one of the 
letters looks anything the same in both upper- and lower-case, so it can’t be a superficial 
matching of letters. 

• [8]  A similar result was obtained when the task was to indicate whether a face was familiar 
(faces of famous people) or unfamiliar.  Judgements were faster when a face was preceded by 
an invisible prime of the face of the same person, rather than someone else, even when the 
same person’s face was turned to different angles in the prime and the target, indicating that the 
speedup was caused not by matching features but by recognizing or not recognizing the 
person. 

• [9]  In yet another experiment, a subject is shown a list of words (which are visible) and tasked 
with indicating whether they represent an object or an animal.  They are preceded by invisible 
primes that either belong to the same category as the target or to the other category.  Guess 
what:  “piano” is recognized to be an object faster if it is invisibly primed with “chair” and 
slower if invisibly primed with “cat”.  But wait, there’s more!  Even pictures work as primes; 
for example, an invisible silhouette of a bear speeds the categorization of the written word 
“dog” as an animal and slows the categorization of “car” as an object. 

Second, this conclusion is strengthened by another set of experiments, again in two versions.  
The word “bank” has two meanings.  As an invisible prime, “bank” accelerates recognition of 
targets related to either meaning, such as “money” and “save” on the one hand, and “river” and 
“water” on the other hand.  Furthermore, a subject who has just (consciously) seen “river” will 
be primed by an invisible “bank” to recognize “water” but not “money”, and one who has seen 
“save” will be primed by the same invisible “bank” to recognize “money” but not “water”. 

Third, it works for arithmetic, too.  A subject is tasked with indicating whether a digit is less than 
or greater than 5.  Before this target digit appears, they (do not) see a prime digit, 1, 4, 6, or 9; 
then they see the target and make their judgement.  If the invisible prime is 9, for example, then 
responses to targets greater than 5 are speeded and responses to targets less than 5 are slowed.  
[10 and 11]  The prime doesn’t have to be a digit:  “nine” works as well as “9”.  Furthermore, the 
prime and target may be in different modalities.  If the task is to judge whether audible number 
words are greater or less than five, visually presented invisible primes affect performance in the 
same way as when the targets are visible.  There’s a limit, however.  The effect of primes is 
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evanescent; it lasts no more than a second or so.  They (therefore?) are not effective in 
influencing tasks involving a sequence of steps that take time.  For example, if the task is to 
judge whether the sum of the visible target plus 2 is or is not greater than 5, which requires first 
adding then comparing, invisible priming has no effect.  

Fourth, priming affects motor responses as well.  In one set of experiments, on each trial subjects 
were shown two squares, one blue and the other red, which appeared in different places on the 
screen on each trial.  They had to point to the red square as quickly as possible.  The invisible 
prime was either the word “red” or the word “blue”.  Pointing was faster for the congruent “red” 
prime, and slower for the incongruent “blue” prime. 

Fifth, subjects are shown a series of images at irregular intervals and press a button whenever an 
image appears—unless the image is a special one, the stop image.  They have been instructed 
that when they see the stop image they must not press the button.  This is a task in executive 
control, and some subjects are better at it than others.  The point of the experiment, however, is 
that when the stop image is presented invisibly (masked or too briefly to be seen), their response 
to the next image, for which they should press the button, is slowed or completely inhibited. 

[12 and 13]  Sixth, motivation.  A subject earns money by squeezing a device like the thing you 
strengthen your grip with.  On each trial, they see a picture that shows how much money they 
will earn if they squeeze hard enough on that trial:  a picture of either a penny or a pound (the 
experiment was done in the UK).  Subjects, reasonably, exert more effort when the reward is 
larger.  But they do it even when they don’t consciously know how large the reward will be, 
since on some trials the picture is masked and invisible. 

[14]  Finally, here’s an odd one.  On each trial, the subject sees two screens which in fact are 
masks.  Then, after a 3 second delay, the subject sees “GO!” and has the option to press a button.  
On some trials, pressing the button earns a monetary reward; on other trials pressing the button 
costs the subject money; and on still other trials pressing the button does not pay or cost 
anything.  Finally, if the subject pressed the button, they are shown whether they won or lost 
money on that trial.  It’s pure guesswork; there’s no way to know.  Except, on some trials, there 
is an invisible prime between the two masks, one of three shapes, which the subject cannot see.  
One shape is always followed by a reward for pressing (it pays money), one always followed by 
punishment (it costs money), and the third is followed by a reward half the time and a 
punishment the other half of the time.  [15]  After a few minutes of this apparently random 
exercise, subjects begin to press more frequently after a rewarding prime which they did not see, 
and less frequently after a punishing prime which they also did not see.  What is more, after all 
the trials have been run, the subject is shown the three prime shapes.  They deny ever having 
seen them, but when forced to express a preference for the three shapes, they prefer the 
rewarding shape more than the neutral shape, and the punishing shape less.  [16]  Recall our 
session on Learning and Memory, in which we saw that the striatum, in the basal ganglia, is 
implicated in procedural learning, which is (unconsciously) driven by rewards and punishments.  
In this experiment, fMRI measures of activity in the striatum showed increased activity on the 
rewarding trials and depressed activity on the punishing trials. 
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As these experiments show, even unconscious information can have significant ramifications in 
the brain.  But the effects of unconscious information are quite limited in certain ways.  Unless it 
becomes consciously available, information does not modify executive control in a flexible and 
enduring manner.  It doesn’t affect processing across multiple steps or stages, and the level of 
abstraction at which its effects are felt is limited as well.  And its effects don’t last long; typically 
not more than a second. 

With that background, let’s turn to the question of consciousness.  What researchers are looking 
for in the brain are the neural correlates of consciousness.  “Neural correlates of consciousness” 
means the smallest set of neural conditions that are, as a group, sufficient to produce a conscious 
experience.  Note the “sufficient”.  They are not looking for conditions that are necessary; there 
may be none, since we know the brain has many different ways of accomplishing lots of 
important stuff. 

How could researchers find such a thing?  They need to compare situations in which the subject 
is conscious of a stimulus with situations that are as similar as possible except that the subject is 
not conscious of the stimulus.  This can be done with masking, as described above.  It can also be 
done, without masking, by presenting the stimulus for a very brief duration.  Since different 
experimental subjects have different thresholds for perceiving a stimulus, researchers have to 
tune the experiment to each subject.  They confirm that the subject cannot see stimuli that last 
only 16 thousandths of a second, and that they can see stimuli that last, say, 500 thousands (half 
a second).   Then they work their way toward the center until they find the stimulus duration at 
which that particular subject sees the stimulus about half the time, and remains unconscious of it 
on the other half of the trials.  (Whether they see the stimulus or not on a particular trial depends 
on what else is going on in their brains at the time; we’ll come back to this question below.)  
With this calibration accomplished, the real experiment begins:  stimuli are presented at the 
duration that makes them visible to the subjects, randomly, about half the time, and the 
researchers look at their brains to see what’s different on the trials that reach consciousness, 
which the subjects indicate by pressing a button when they see the stimulus, or by saying “seen”. 

As for “looking at their brains”, researchers use two main tools.  One is our old friend functional 
magnetic resonance imaging, which has moderately good spatial resolution but terrible temporal 
resolution; it takes more than a second for the signal to show up.  The other tool is 
electroencephalography.  EEG has terrible spatial resolution—you can maybe tell whether an 
event occurred in the front or back of the brain!—but it has exquisite temporal resolution, down 
to thousandths of a second.  So fMRI is used to find where things are happening, and EEG is 
used to find when they happen.  We’ll take them in that order. 

[17]  An early experiment by Dehaene’s team involved written words (displayed on a screen in 
the MRI machine).  The words were displayed only briefly (29 milliseconds).  On some trials, 
the word was preceded and followed by a blank screen (71 milliseconds), and subjects reported 
seeing almost all of those words.  On other trials, the word was preceded and followed by a mask 
(71 milliseconds).  These were reported as seen less than 1 percent of the time, which was only a 
little more than reports of seeing a word when no word had actually been displayed (catch trials). 
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[18]  The masked (unseen) words activated an area in the ventral stream of visual processing 
called the fusiform visual word form area, which is what makes it possible—as described above
—for subjects to be primed by invisible words.  When the words were consciously seen, by 
contrast, there was widespread activity in the parietal and frontal lobes, as well as in a larger area 
of the temporal fusiform gyrus.  [19]  Comparing visible and invisible words, the difference in 
activity in the visual word form area was quite large:  in theory, the global neuronal workspace 
was engaged when the word was visible. 

[20]  Similar results were obtained in an experiment involving hearing rather than vision.  In the 
scanner, subjects were exposed to a series of bursts of static lasting a half second each.  The 
loudness of these stimuli had been calibrated so that each subject would be conscious of hearing 
the bursts about half the time, and half the time they would not hear them despite all the stimuli 
having the same, near threshold, loudness.  Major activity occurred in the frontal and parietal 
lobes on the trials when the subjects reported hearing the static (hits), as compared with the trials 
when they did not (misses) and trials when there was no sound (baseline).  [21]  As in the visual 
word experiment, the sensory cortex responded to the unheard static, but it responded much more 
to the static that was heard.  Both of these effects—greater activity in both visual and auditory 
cortex on conscious trials—are interpreted as feedback from the frontal and parietal activity to 
the sensory cortex, related to the perception of the stimulus. 

Many other experiments have now confirmed that when sensory stimuli are consciously 
perceived, a burst of activity occurs in the frontal and parietal lobes.  Or perhaps one should say:  
when this activity occurs, the stimulus is perceived.  That’s where the action is.  But exactly 
when does it occur? 

[22]  Answering this question requires electroencephalography  (“electric head writing”!).  EEG 
detects minute variations over time in the electrical field around the head.  These voltage 
fluctuations are ultimately caused by the net effect of the action potentials being fired by all the 
neurons in the brain, each spike consisting of a flow current into or out of a neuron. The relation 
between action potentials and EEG readings is not simple; it is not the case, for example, that a 
positive deviation in the reading means more neurons are firing, or anything straightforward like 
that.  I don’t know how completely the relationship is understood, but neuroscientists using EEG 
are able to agree on certain interpretations of the data.   

An event related potential, which is the kind of EEG event of interest to us here, consists of a 
waveform over time of the varying voltage associated with a particular event, like a perception.  
There is too much random variation in the brain for such a measure to be informative about a 
single event.  But by averaging over many similar events and even across subjects, researchers 
find reliable patterns associated with events in the brain. 

[23]  Here’s an example using the attentional blink to affect consciousness.  On each trial the 
subject sees a series of screens and has two tasks to perform.  One task is to notice and remember 
whether the screen at the time labeled T1 in the illustration showed “OXXO” or “XOOX”.  The 
second task is to indicate—on a continuous scale from invisible to clearly visible—whether they 
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saw a number word at the time labeled T2 in the illustration.  This screen was distinguished by 
four squares in the corners, and on some trials these squares appeared without any word on the 
screen.  The duration of the T2 screen is sometimes only ¼ of a second and sometimes about ⅔.  
Immediately after the screen for the second task at time T2, a mask appears.  At the end of the 
trial, the subject first indicates how visible the number word was, and then whether the stimulus 
at time T1 was OXXO or XOOX. 

[24]  Comparing the trials in which the number word was visible or invisible shows that on 
conscious trials there was a larger positive voltage on the top of the head (the voltage around the 
prefrontal cortex is shown in the illustration).  This positive deviation begins around 300 
thousandths of a second after the stimulus appears.  It is therefore called the P300, or P3 for 
short.  The first two positive deviations, which are much smaller, are less prominent but visible 
in the graph.  On the unconscious trials, the P3 begins to build then poops out, and the word 
remains unseen.  (Actually, it’s a little more complicated and interesting than that.  On the 
unconscious trials, the P3 wave associated with the stimulus for the first task—to remember 
XOOX or OXXO—persists long enough to interfere with the development of a P3 wave on the 
stimulus for the second task, with which we are concerned here.) 

[25]  In the session on Perception and vision, we learned about epilepsy patients who had 
electrodes inserted into their brains to diagnose the source of the seizures, and the discovery of 
individual cells that fire upon presentation of specific stimuli.  The illustration is based on a cell 
that fires in response to the World Trade Center.  As the duration of the image varies from 33 to 
132 thousandths of a second, the probability with which the cell fires increases.  When the trials 
are sorted into those in which the patient saw the picture and those in which they did not see it, a 
pattern like the P3 EEG signal on conscious trials is seen, and when the picture is not seen, 
activity in the cell starts to ramp up then collapses.  These individual cells thus fire in a pattern 
that parallels the P3 brain-wide signal. 

[26]  What is it that makes the difference between trials on which a stimulus is perceived and 
otherwise identical trials on which it is not?  Given the randomness and spontaneous activity in 
the brain, it is not surprising that there should be a threshold at which stimuli are sometimes 
perceived and sometimes not.  But we can be more specific than that.  Above, I described a study 
in which subjects tried to hear static while their brains were scanned with fMRI, and only the 
conscious stimuli were accompanied by global ignition.  The main goal of that study was to 
determine what made the difference between conscious and unconscious trials.  What they found 
was the following.  Before the stimulus appeared, activity in the Dorsal Attention Network was 
greater before unheard sounds than before sounds that were heard.  This was a surprising result, 
but on reflection it makes sense.  The job of the Dorsal Attention Network is to keep one 
focused, which makes it harder to shift attention to a new stimulus.  In the Salience Network 
(which they called the intrinsic alertness system), by contrast, activity before the stimulus was 
greater on heard trials than on unheard trials, which also makes sense.  The same was true of the 
Default Mode Network:  greater activity before stimuli that became conscious and less before 
stimuli than remained unconscious.  The Default Mode Network is related to the flow of 
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thoughts, and is presumably open to new events.  (It is not certain that these results will 
generalize to other modalities:  an MRI scanner is notoriously noisy, and the experiment was 
concerned with audition.) 

[27]  A question that has produced some debate is whether the information broadcast throughout 
the “global workspace” reaches the primary sensory cortices.  We saw above that written words 
generate more activity in high-level visual areas when they are consciously perceived, but do 
they also affect area V1, in the medial occipital lobe, where visual signals first arrive in the 
cortex?  The answer appears to be yes, at least in monkeys.  These simian subjects had electrodes 
implanted in their primary visual cortex.  They were trained to focus on a red dot in the center of 
a display that was filled with parallel line segments.  On most trials, one square section contained 
line segments at a different orientation.  This square could appear somewhere in their peripheral 
vision, as shown in the illustration, or in central vision around the red dot on which their eyes 
were fixed.  The monkey’s task was to report, by looking at it, if they saw the square; if they 
didn’t see it, they reported that fact by looking at another, fixed location.  While they performed 
this task, the electrodes recorded firing in the V1 neurons.  There’s one more thing to know 
before we see the results:  seeing the embedded square depends on processes that happen at 
higher levels in the visual system, not in V1. 

So here are the results.  When the monkey saw the square (hits), there was no difference during 
the first tenth of a second in V1 activity between trials in which the square was centered on the 
focal dot and trials in which it was located in the periphery; only feedforward processing occurs 
that quickly.  After a tenth of a second, however, as the square became visible due to higher-level 
processing, activity in V1 was greater when the square was centered on V1 (shown by the darker 
red line, which is higher) than when the square was in the periphery (shown by the lighter red 
line, which is lower).  By contrast, when the monkey failed to see the square (misses), it didn’t 
matter whether the square was in V1 or the periphery:  the two lines fall on top of each other, 
indicating that no feedback from higher levels occurred.  Since the results depended on whether 
the monkey saw the square, the interpretation is that “global workspace” activity was responsible 
for the feedback, not just activity in higher levels of visual cortex where the square is processed. 

The most serious objection to the findings described above is the following.  Subjects had to 
report—with a button press or by speaking—whether they saw the stimulus on each trail.  Else 
the researchers wouldn’t know which stimuli were conscious and which were not.  But the 
reporting itself could be the (or a) cause of the difference between conscious and unconscious 
trials. 

[28]  This possibility was ruled out by a very clever experiment.  On each trial, subjects looked at 
a fixation point at the center of the screen for half a second before a stimulus appeared.  The 
stimulus consisted of a 15 x 15 matrix of short line segments tilted by 15 degrees from vertical.  
On most trials, there was a 3 x 3 square in which the line segments were tilted by 25 degrees.  
This square could be placed in any of the four corners of the screen; in the illustration, it is in the 
lower right.  The stimulus was followed by a mask, and the duration of the stimulus was adjusted 
individually for each subject so that—due to the mask—they consciously perceived the 

11



peripheral square on only half the trials.  After the mask the subject had to do two things.  First, 
with one hand, they pressed one of four buttons to indicate which corner of the screen they 
thought the square was in; if they did not see the square they had to guess.  Then, with the other 
hand, they pressed one of two buttons to indicate whether they actually saw the square or were 
guessing.  So whether the square was consciously seen or not, what the subject did (press two 
buttons) was the same.  The only difference between conscious and unconscious trials was 
whatever went on in the brain that caused the consciousness. 

[29]  The trials were sorted into four groups, and the EEG waveform at each electrode was 
averaged over all the subjects for all the trials in each group:  trials on which the subject was 
aware of the square and located it correctly, trials on which they were unaware but nevertheless 
correct (they guessed correctly), trials on which they were unaware and guessed wrong, and trials 
on which they responded that they were aware of the square but indicated the wrong location 
(which were so few that they were not analyzed and reported).  As the illustration shows for the 
electrode centered between the parietal lobes, the P3 component of the waveform indicated by 
the gray shading was much more prominent on the aware correct trials than the unaware correct 
trials, marking the difference between conscious and unconscious stimuli with everything else 
being held constant.  On aware correct trails, the P3 component was strong at all electrodes; on 
guesses that were correct, P3 was fairly strong only in the back of the brain, and it was almost 
completely absent on incorrect guesses. 

There are some minor quibbles with the Global Neuronal Workspace theory.  One study showed 
that the P3 did not appear in subjects when they had already seen the stimulus in previous trials 
and knew from past experience that it was going to reappear on this trial, which it did:  
consciousness without P3.  Another research team found faint signs of P3 in a study in which the 
stimuli were present but never visible; the subjects got so bored at never seeing anything that the 
experimenters had to keep encouraging them not to quit. 

And there is one significant addition to these findings.  Several studies have found a negative 
EEG signal, earlier than the P3, that also correlates with consciousness of visual stimuli; it is 
called the visual awareness negativity.  It is clear that we do not have the complete story yet, 
even just for consciousness of sensory events. 

Work to date on the Global Neuronal Workspace theory of consciousness has been limited to 
isolated perceptions, when in fact our consciousness flows from event to event in a more or less 
continuous stream.  More importantly, we have said nothing about conscious events that occur 
apart from any perceptual input:  memories, thoughts, insights, emotions, fantasies, dreams.  
Although it seems possible to apply the theory of the Global Neuronal Workspace to these more 
interior conscious events, no experimental work has engaged with them.  (Actually, dreams have 
been explored a little bit.)  There is a long way to go. 

[30]  And, of course, there are other theories of consciousness.  For the curious, the slide 
compares three of the more respected alternatives to the Global Neuronal Workspace theory and 
gives references, which may be found on the course website in Extra Stuff.  I have limited this 
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article to the one theory not only due to the work that would have been required to broaden the 
scope, but mainly because that theory is the most highly regarded, and I consider it to be 
distinctly more attractive than the others, from what I know about them. 

Addendum 

On September 25 Science published an article  titled “A neural correlate of sensory 3

consciousness in a corvid bird”.  The article reported the results of experiments on crows 
modeled on the human experiments described in this writeup. 

[31]  The researchers trained two crows to report (by moving their heads) whether, on each trial 
of an experiment, a gray square had appeared on a screen.  2.5 seconds after the time in the trial 
when the gray square either had or had not appeared, the crow saw either a red or blue square.  If 
this second square was red, the crow earned a reward for moving its head if the gray square had 
appeared, and not moving if it had not.  If the second square was blue, however, the required 
responses were reversed, and the crow was rewarded for not moving if the gray square had 
appeared and for moving if it had not. 

[32]   On half the trials no stimulus was present.  On the other half of the trials, when the gray 
square was present, its intensity varied among six levels.  These levels were adjusted for each 
crow so that it reported seeing the gray square about half the time when it was at the lowest two 
levels and almost all the time when it was at the highest two levels.  (Note that the crows 
reported seeing the stimulus on 10 to 20 percent of the trials when it was actually absent.) 

With this experimental design, the experimenters had three separable variables:  whether the 
stimulus was absent or present , whether the crow moved or not, and (the variable of interest) 
whether the crow reported that it had perceived a gray square or not. 

As the crows performed this task over and over, the researchers recorded activity in 480 neurons 
in a part of the crows’ brains, the nidopallium caudolaterale, that has been found to be engaged 
during high-level cognition in birds.  They found 262 neurons that fired at higher rates when the 
gray square was present at the maximum intensity than when it was entirely absent.  

[33]  The researchers found that 155 of these neurons fired more rapidly when the stimulus was 
present on the screen; the illustration shows one such neuron on the left.  The response of this 
neuron is driven by the strength of the stimulus.  They also found 165 neurons that fired more 
rapidly during the delay period after the stimulus disappeared, while the crow waited for the 
instruction whether to move or not.  (It appears that 58 neurons were sensitive both to the 
strength of the stimulus and to its perception by the crow.)  The illustration shows two such 
neurons on the right; one fires early during the delay period, and the other first at the beginning 
and again at the end of the period.  

 Nieder, Andreas, Lysann Wagener, and Paul Rinnert. 2020. “A Neural Correlate of Sensory 3

Consciousness in a Corvid Bird.” Science 369 (6511): 1626–29.
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The key analysis concerned the firing patterns of the 262 neurons when the gray square was at 
the threshold intensity and how those patterns related to the crow’s reported perception.  Recall 
that at the threshold intensity, the crow reported seeing the gray square on about half the trials in 
which it was actually present.  During the delay period, while the crow waited for the instruction 
whether to move or not if it had seen the stimulus, these neurons tended to fire more on trials in 
which the crow later reported that it had seen the stimulus than on trials when it later reported 
that it had not; the same faint stimulus had been present on all these trials, so the firing rate was 
driven by the perception rather than the presence of the stimulus.  Using a measure  on which 4

perfect correlation between firing rate and perceptual report is 1.00 and random firing is 0.50, the 
262 neurons averaged 0.56.  That may not seem impressive, but statistically it is significantly 
different from 0.50.  In fact, even when it is applied to the trails when the gray squares were at 
the most intense levels and easy for the crows to see and trials on which it was totally absent, the 
result on this measure is only 0.64.  It is warranted to conclude that when the gray square was 
faintly present, the firing of these neurons, on average, distinguished trials on which the crow 
saw it from those on which it did not. 

What does this mean?  The researchers stated:  “A difference between the neuronal activities of 
one reported perceptual state versus the other for equal visual stimuli is considered to be a 
‘neural correlate of visual consciousness.’  Our finding thus constitutes an empirical marker of 
avian sensory consciousness.”  They then immediately went on to say that it was impossible to 
know “the qualitative nature of this subjective experience”.   

One may agree or not agree that the experiment showed that the crows are conscious; I don’t 
think that’s a profitable question to debate.  But after making this claim, the researchers 
attempted to associate it with Dehaene’s findings on human sensory consciousness, in particular 
with the concepts of global ignition and the broadcasting of information throughout the global 
neuronal workspace.  Do you see similarities between what Dehaene found in the brains of 
humans and what this team found in the brains of crows?  Do you see significant differences?  
The actual article is in Extra Stuff on the page for Consciousness on the course website.  

 The area under the receiver operating characteristic curve.4
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Finally, feature-based attention can spread to invisible
stimuli [33,34]. Indeed, when searching for an object in a
cluttered scene (e.g. keys in a messy room), attention is
paid to an invisible object and its associated features. This
research shows that attentional selection does not neces-
sarily engender conscious sensation.

Consciousness in the near absence of attention
Conversely, when focusing intensely on one event, the
world is not perceived as a tunnel, with everything outside
the focus of attention gone (upper-right quadrant in

Table 1). We are always aware of some aspects of the world
that surrounds us, such as its gist. Indeed, gist is immune
from inattentional blindness [24]: when a photograph was
briefly flashed unexpectedly onto a screen, subjects could
accurately report a summary of the photograph. In a mere
30 ms presentation time, the gist of a scene can be appre-
hended. This is insufficient time for top-down attention to
playmuch of a role. Furthermore, because gist is a property
associated with the entire image, any process that locally
enhances features, such as focal attention, will be of
limited use.

Box 1. Psychophysical methods for independent manipulation of visual consciousness and top-down attention

Top-down attention and consciousness can be tightly coupled. To
dissociate them, experimental methods are required that manipulate
either attention or consciousness, independently or semi-indepen-
dently, in a specific manner with few side effects. The dual-tasks
paradigm [36,37] manipulates top-down, focal attention without
affecting bottom-up saliency; a central, attentional-demanding discri-
mination task is presented at the center of gaze, while a secondary
stimuli is projected in the periphery (Figure Ia of this box). Subjects carry
out either the central task or the peripheral task, or both simultaneously,
while the scene and its layout remain the same. Surprisingly, seemingly
complex peripheral tasks can be performed equally well under either
the single-task or dual-tasks condition [38–40], whereas computation-
ally simpler tasks deteriorate when performed simultaneously with the

central task (Figure Ib,c). The dual-tasks paradigm quantifies what type
of stimulus attributes can be signaled and consciously perceived in the
near absence of top-down spatial attention [51].

Visual consciousness is manipulated using a multitude of techni-
ques, such as backward masking, standing wave of invisibility,
crowding, bistable figures (Figure Id), binocular rivalry, flash suppres-
sion, continuous flash suppression [26,52], motion-induced blindness
and attentional blink (for a review, see Ref. [53]). These techniques
control the visibility of an object or part of an object in space and time.
The dual-tasks paradigm can be combined with these methods,
enabling the independent manipulation of top-down attention and
consciousness (Figure Ie), although we await a full factorial analysis
for many popular experiments (Box 2).

Figure I. The dual-tasks paradigm. (a) The dual-tasks paradigm studies how performance of a secondary task in the periphery (empty red circle) is affected when a
centrally presented attention-demanding task (centered red circle) is performed simultaneously. (b) Participants can decide whether a natural scene includes an animal
at the same time as performing a central task. Scene categorization task performance (y-axis) remains at the same level under single-task (normalized to 100% on the y-
axis) and dual-tasks (depicted as circles with standard error of the mean) conditions. Note that the central task performance (x-axis) also remains the same in single-task
(normalized to 100% on the x-axis) and dual-tasks (shown as circles) situations. (c) However, participants are unable to distinguish between a red–green disk and a
green–red one when attention is engaged at the center. (d) An example of a bistable conscious percept (Rubin’s vase: two silhouettes versus a vase). (e) The effect of
withdrawing top-down attention could be characterized by embedding Rubin’s vase, a bistable percept, into a dual-tasks experiment [54] (Box 2). Figure Ib,c modified
from Ref. [38].
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• Attended intermediate representations (Jesse Prinz) 
• Attention schema (Michael Graziano) 
• Attentional amplification (Michael Posner) 
• Autonoetic consciousness (Endel Tulving) 
• Dissociable interacting systems (Daniel Schacter) 
• Dynamic core (Gerald Edelman, Giulio Tononi) 
• First-order representations (Ned Block, Victor Lamme) 
• Global workspace (Bernard Baars) 
• Global neuronal workspace (Stanislas Dehaene, Lionel Nacchache, ]ean-Pierre Changeux) 
• Higher-order representations (David Rosenthal) 
• Higher-order representation of a representation—-HOROR (Richard Brown) 
• Integrated information (Giulio Tononi, Christof Koch) 
• Microtubules (Roger Penrose, Stuart Hameroff) 
• Operating system (Philip Johnson-Laird) 
• Hierarchical predictive inferences (Karl Friston, Andy Clark, Anil Seth) 
• Social interactions (Chris Frith, Uta Frith, Nick Shea) 
• Supervisory executive system (Tim Shallice) 
• Verbal interpreter (Michael Gazzaniga) 
• Time-locked multiregional retroactivation (Antonio Damasio) 
• Working memory episodic buffer (Alan Baddeley)
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In conclusion, human neuroimaging methods and electro-
physiological recordings during conscious access, under
a broad variety of paradigms, consistently reveal a late amplifica-
tion of relevant sensory activity, long-distance cortico-cortical
synchronization at beta and gamma frequencies, and ‘‘ignition’’
of a large-scale prefronto-parietal network.

III. Theoretical Modeling of Conscious Access
The above experiments provide a convergent database of
observations. In the present section, we examine which theoret-
ical principles may account for these findings. We briefly survey
themajor theories of conscious processing, with the goal to try to
isolate a core set of principles that are common to most theories
and begin to make sense of existing observations. We then
describe in more detail a specific theory, the Global Neuronal
Workspace (GNW), whose simulations coarsely capture the con-
trasting physiological states underlying nonconscious versus
conscious processing.

Convergence toward a Set of Core Concepts for
Conscious Access
Although consciousness research includes wildly speculative
proposals (Eccles, 1994; Jaynes, 1976; Penrose, 1990), research
of the past decades has led to an increasing degree of conver-
gence toward a set of concepts considered essential in most
theories (for review, see Seth, 2007). Four such concepts can
be isolated.
A supervision system. In the words of William James,

‘‘consciousness’’ appears as ‘‘an organ added for the sake of
steering a nervous system grown too complex to regulate itself’’
(James, 1890, chapter 5). Posner (Posner and Rothbart, 1998;
Posner and Snyder, 1975) and Shallice (Shallice, 1972, 1988;
Norman and Shallice, 1980) first proposed that information is
conscious when it is represented in an ‘‘executive attention’’ or
‘‘supervisory attentional’’ system that controls the activities of
lower-level sensory-motor routines and is associated with
prefrontal cortex (Figure 6). In other words, a chain of sensory,
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Figure 6. Historical Steps in the Development of Models of Conscious Processing
In the Norman and Shallice (1980) model (top left), conscious processing is involved in the supervisory attentional regulation, by prefrontal cortices, of lower-level
sensori-motor chains. According to Baars (1989), conscious access occurs once information gains access to a global workspace (bottom left), which broadcasts
it to many other processors. The global neuronal workspace (GNW) hypothesis (right) proposes that associative perceptual, motor, attention, memory, and value
areas interconnect to form a higher-level unified space where information is broadly shared and broadcasted back to lower-level processors. The GNW is
characterized by its massive connectivity, made possibly by thick layers II/III with large pyramidal cells sending long-distance cortico-cortical axons, particularly
dense in prefrontal cortex (Dehaene et al., 1998a).
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corresponding to the extrastriate activation seen in fMRI, and
two subsequent negative left-lateralized ERP components (!240
and 470 ms), which may correspond to the left fusiform and pre-
central activations seen in fMRI. Thus, a complex processing
stream that included high-level visual activity occurred in the
absence of consciousness.

Images of unconscious processing in experiment 1 were
obtained by contrasting masked words with masked blanks. Thus,
they might have reflected an undifferentiated burst of visual activ-
ity. Experiment 2 examined the specificity of the processing level
achieved by masked words by using repetition priming. When
visible words were preceded by a masked presentation of the same
words, behavioral responses were significantly accelerated. Fur-
thermore, brain activation was reduced in extrastriate, fusiform
and precentral regions similar to those observed in experiment 1.
This shows that the repetition suppression phenomenon, which
was previously obtained with consciously visible stimuli9–14, can
be replicated with unseen masked primes17. As this phenomenon
depends only on the identity of the masked prime, specific infor-
mation about word identity must have been extracted and encod-
ed unconsciously in the regions where repetition suppression was
found. This information is sufficiently differentiated as to
discriminate between two words of the same length. Single-
unit recording in the inferotemporal cortex of the monkey
indeed confirm that, although picture-masking reduces
evoked activity to a short-lived burst19, this burst still carries
significant information about the masked stimulus20.

Repetition suppression was case-specific in the right
extrastriate cortex, and independent of case in the fusiform
and precentral gyri. The hypothesis that the right extrastri-
ate cortex is involved in feature-specific visual coding is sup-
ported by previous behavioral21, PET and ERP studies22,23.
The right lateralization, however, should be interpreted with
caution given that a smaller case-specific priming effect was

Fig. 5. fMRI correlates of unconscious repetition priming. Graphs
show the average of the BOLD response at 4.8 and 7.2 s following
the target, relative to the target-absent baseline. Error bars, inter-
subject s.e.m. Left, case-independent repetition suppression in the
left fusiform gyrus and, at an uncorrected level of significance, in
the left and right precentral gyrus. Right, case-specific physical rep-
etition priming in the right extrastriate cortex.

also observed below the chosen level of significance in a sym-
metrical left extrastriate region (–36, –76, 4; Z = 3.82, uncor-
rected p = 0.00006). Conversely, the case-independent priming
effect indicates that the left fusiform region processes letter strings
at a shape-invariant level. This adds to previous evidence that
this region also normalizes for the retinal location at which words
are presented8. It is consistent with a left-hemispheric special-
ization for extracting the prototypical form of variable shapes24.
Previous studies with conscious pictures10,12,14 or single letters14

have also demonstrated some degree of invariance for size, image
details and retinal location in ventral occipitotemporal cortex.

Our study did not separate the contributions of letter-level,
graphemic, phonological and semantic codes to the observed
priming. By varying the level at which repetition suppression is
occurring, priming offers a general tool to study the nature of
the code in a given brain region17. For instance, the hypothesis
that the left precentral cortex is engaged in the phonological
encoding of words7,25 could be tested by using homophonic
primes (such as prime ‘one,’ target ‘won’).

Previous studies found a close correlation between the activa-
tion of the ventral visual stream and the contents of visual con-
sciousness26–30. Our results, however, establish that fusiform
activation can also occur without conscious reportability. What
activity patterns, then, differentiate reportable and non-reportable
stimuli? Experiment 1 suggests that two factors might be relevant:
activation intensity and correlated activation of distant areas.

First, compared to an unmasked situation, the presence of for-
ward and backward masks caused a drastic reduction in activa-
tion, down to a statistically undetectable level in most areas. A
similar reduction in visual activity has been described with masked
pictures27,30. In fMRI, part of the reduction observed may be arti-
factual, due to the non-linear interactions that affect the BOLD
response when stimuli are presented with short onset asyn-
chronies31. However, it is unlikely that this is the sole explanation
for the effect, because a comparable reduction in signal ampli-
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corresponding to the extrastriate activation seen in fMRI, and
two subsequent negative left-lateralized ERP components (!240
and 470 ms), which may correspond to the left fusiform and pre-
central activations seen in fMRI. Thus, a complex processing
stream that included high-level visual activity occurred in the
absence of consciousness.

Images of unconscious processing in experiment 1 were
obtained by contrasting masked words with masked blanks. Thus,
they might have reflected an undifferentiated burst of visual activ-
ity. Experiment 2 examined the specificity of the processing level
achieved by masked words by using repetition priming. When
visible words were preceded by a masked presentation of the same
words, behavioral responses were significantly accelerated. Fur-
thermore, brain activation was reduced in extrastriate, fusiform
and precentral regions similar to those observed in experiment 1.
This shows that the repetition suppression phenomenon, which
was previously obtained with consciously visible stimuli9–14, can
be replicated with unseen masked primes17. As this phenomenon
depends only on the identity of the masked prime, specific infor-
mation about word identity must have been extracted and encod-
ed unconsciously in the regions where repetition suppression was
found. This information is sufficiently differentiated as to
discriminate between two words of the same length. Single-
unit recording in the inferotemporal cortex of the monkey
indeed confirm that, although picture-masking reduces
evoked activity to a short-lived burst19, this burst still carries
significant information about the masked stimulus20.

Repetition suppression was case-specific in the right
extrastriate cortex, and independent of case in the fusiform
and precentral gyri. The hypothesis that the right extrastri-
ate cortex is involved in feature-specific visual coding is sup-
ported by previous behavioral21, PET and ERP studies22,23.
The right lateralization, however, should be interpreted with
caution given that a smaller case-specific priming effect was

Fig. 5. fMRI correlates of unconscious repetition priming. Graphs
show the average of the BOLD response at 4.8 and 7.2 s following
the target, relative to the target-absent baseline. Error bars, inter-
subject s.e.m. Left, case-independent repetition suppression in the
left fusiform gyrus and, at an uncorrected level of significance, in
the left and right precentral gyrus. Right, case-specific physical rep-
etition priming in the right extrastriate cortex.

also observed below the chosen level of significance in a sym-
metrical left extrastriate region (–36, –76, 4; Z = 3.82, uncor-
rected p = 0.00006). Conversely, the case-independent priming
effect indicates that the left fusiform region processes letter strings
at a shape-invariant level. This adds to previous evidence that
this region also normalizes for the retinal location at which words
are presented8. It is consistent with a left-hemispheric special-
ization for extracting the prototypical form of variable shapes24.
Previous studies with conscious pictures10,12,14 or single letters14

have also demonstrated some degree of invariance for size, image
details and retinal location in ventral occipitotemporal cortex.

Our study did not separate the contributions of letter-level,
graphemic, phonological and semantic codes to the observed
priming. By varying the level at which repetition suppression is
occurring, priming offers a general tool to study the nature of
the code in a given brain region17. For instance, the hypothesis
that the left precentral cortex is engaged in the phonological
encoding of words7,25 could be tested by using homophonic
primes (such as prime ‘one,’ target ‘won’).

Previous studies found a close correlation between the activa-
tion of the ventral visual stream and the contents of visual con-
sciousness26–30. Our results, however, establish that fusiform
activation can also occur without conscious reportability. What
activity patterns, then, differentiate reportable and non-reportable
stimuli? Experiment 1 suggests that two factors might be relevant:
activation intensity and correlated activation of distant areas.

First, compared to an unmasked situation, the presence of for-
ward and backward masks caused a drastic reduction in activa-
tion, down to a statistically undetectable level in most areas. A
similar reduction in visual activity has been described with masked
pictures27,30. In fMRI, part of the reduction observed may be arti-
factual, due to the non-linear interactions that affect the BOLD
response when stimuli are presented with short onset asyn-
chronies31. However, it is unlikely that this is the sole explanation
for the effect, because a comparable reduction in signal ampli-
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(forward) mask for 500 ms, a prime face for 50 ms, a different
(backward) mask for 33 ms and finally the target face for 700 ms. The
participant’s task was to decide, as quickly as possible, whether the
target face belonged to a famous or nonfamous (unfamiliar) person,
whereas ignoring the preceding strange pictures of scrambled face
parts (i.e., the masks). We used this fame-judgment task because it has
been shown to produce large behavioral priming effects, at least for
famous faces (Ellis et al. 1990; Henson et al. 2002). Participants were
not informed about the presence of the primes. They indicated their
response with either their left or right index finger, counterbalanced
across participants. On each trial, prime faces were from either the
same person as the target (primed condition) or a different person
(‘‘unrelated’’ control condition). To avoid response congruity inter-
pretations (Damian 2001), the unrelated prime and the target were
always both famous or both unfamiliar (and of the same sex). To
investigate the level of unconscious processing of subliminal faces, we
also compared same-view repetitions (i.e., same person, same photo)
and cross-view repetitions (same person, different photo) (see Fig. 1b).
Thus, prime and target corresponded either to the same view (same-
view condition), to 2 different views of the same person (cross-view
condition) or to different persons (control condition).
Two sets (A and B) of 80 grayscale photographs of faces (half male,

half female; half famous; half unknown) were matched for image size,
and cropped to show face and hair only. Each participant received only
1 of the 2 sets of faces (set A or set B). This assignment was
counterbalanced across participants and allowed us measuring long-lag
priming in the long-lag phase (see below). There were 2 different
photos of each of the 80 faces, with no explicit control of the
differences across the 2 images of each face: The 2 photographs could
be taken from different perspectives (though the majority were
between frontal and three-quarters views), and involve different facial
expressions and/or differences in lighting conditions, or hairstyles.
The photos of the 80 persons appeared, across trials, in each of the 3

priming conditions, and as both a prime and a target (leading to 480
trials in total). The assignment of face images to conditions was thus
fully counterbalanced within participants. In addition, in order to avoid
potential behavioral or neural confounds related to the masks, each
target face was preceded by the same pair of forward and backward

masks across the 3 priming conditions. The 80 masks were created by
overlaying 4 upside-down faces (half famous, half female). Upside-down
faces were chosen because they constitute a better mask than
conventional noise masks (Loffler et al. 2005), but they were overlaid
to avoid them from being perceived as a face and hence interfering
with the task performed on the targets. Brightness reduction (–30%)
was applied to the masks such that they would appear with the same
brightness as the original faces. In order to minimize pixel overlap with
the target face, the prime was scaled to be 80% smaller than the target
(masks received the same reduction for masking improvement
reasons).
In the 2nd phase of the experiment, face-responsive regions were

mapped in each participant by a separate localizer scan comparing
images of faces and scrambled faces. A new set of faces was used (half
familiar/half unfamiliar), and scrambled versions of these stimuli were
created by randomly permuting the Fourier phase information (see e.g.,
Eger et al. 2005). The contrast of faces versus scrambled faces therefore
controls for low-level visual differences, such as the spatial frequency
power spectrum (unlike a contrast of faces vs. houses). This contrast
also allowed us to isolate other ‘‘face-processing’’ regions (such as the
occipital face area, hereafter OFA), which other researchers have
argued are also ‘‘face-selective’’ (Rossion, Caldara, et al. 2003; Rossion,
Schiltz, et al. 2003; Steeves et al. 2006). Four conditions (familiar faces,
unfamiliar faces, scrambled familiar faces, scrambled unfamiliar faces)
were presented in a blocked design (12 stimuli/block, each presented
for 500 ms with 500 ms inter-stimulus interval, with 6 s of fixation
baseline between blocks. Participants performed a 1-back repetition
detection task on the stimuli (with 2 stimulus repetitions occurring at
random positions within each block).
In the 3rd phase, we measured more conventional long-lag priming

using the same stimuli. This was in order to compare any subliminal
effects with the more established neural changes associated with
repetition of stimuli perceived consciously on their initial occurrence
(Henson 2003). Participants made a fame judgment on 160 trials
corresponding to 1 of the 2 views of the 80 persons from set A and the
80 persons from set B. For half the participants, faces from set A
appeared in the masked priming phase (primed condition), whereas
faces from set B did not (unprimed condition). Conversely, for the

Figure 1. Schematic description of the subliminal face priming method and behavioral results. (a) Each trial consisted in the sequential presentation of a fixation cross, a forward
mask, a prime, a backward mask and the target. Participants were presented with familiar and unfamiliar faces and were instructed to perform a fame-judgment task on the
target. Masks were constructed from overlays of inverted faces. (b) Mean reaction times for the 6 priming conditions. The experiment involved a 2 3 3 factorial design including
famous and nonfamous target faces preceded by a prime that could depict the same person in the same view (same-view conditions), the same person in a different view (cross-
view conditions) or a different person (control condition). (c) Regression of priming on prime visibility. Each data point represents a participant. The regression functions (dotted
lines indicate 95% confidence intervals) show the association between the global priming effect found for famous faces and prime visibility. Priming is interpreted as subliminal
when the curve representing the lowest value in the confidence interval passes above the origin.
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(forward) mask for 500 ms, a prime face for 50 ms, a different
(backward) mask for 33 ms and finally the target face for 700 ms. The
participant’s task was to decide, as quickly as possible, whether the
target face belonged to a famous or nonfamous (unfamiliar) person,
whereas ignoring the preceding strange pictures of scrambled face
parts (i.e., the masks). We used this fame-judgment task because it has
been shown to produce large behavioral priming effects, at least for
famous faces (Ellis et al. 1990; Henson et al. 2002). Participants were
not informed about the presence of the primes. They indicated their
response with either their left or right index finger, counterbalanced
across participants. On each trial, prime faces were from either the
same person as the target (primed condition) or a different person
(‘‘unrelated’’ control condition). To avoid response congruity inter-
pretations (Damian 2001), the unrelated prime and the target were
always both famous or both unfamiliar (and of the same sex). To
investigate the level of unconscious processing of subliminal faces, we
also compared same-view repetitions (i.e., same person, same photo)
and cross-view repetitions (same person, different photo) (see Fig. 1b).
Thus, prime and target corresponded either to the same view (same-
view condition), to 2 different views of the same person (cross-view
condition) or to different persons (control condition).
Two sets (A and B) of 80 grayscale photographs of faces (half male,

half female; half famous; half unknown) were matched for image size,
and cropped to show face and hair only. Each participant received only
1 of the 2 sets of faces (set A or set B). This assignment was
counterbalanced across participants and allowed us measuring long-lag
priming in the long-lag phase (see below). There were 2 different
photos of each of the 80 faces, with no explicit control of the
differences across the 2 images of each face: The 2 photographs could
be taken from different perspectives (though the majority were
between frontal and three-quarters views), and involve different facial
expressions and/or differences in lighting conditions, or hairstyles.
The photos of the 80 persons appeared, across trials, in each of the 3

priming conditions, and as both a prime and a target (leading to 480
trials in total). The assignment of face images to conditions was thus
fully counterbalanced within participants. In addition, in order to avoid
potential behavioral or neural confounds related to the masks, each
target face was preceded by the same pair of forward and backward

masks across the 3 priming conditions. The 80 masks were created by
overlaying 4 upside-down faces (half famous, half female). Upside-down
faces were chosen because they constitute a better mask than
conventional noise masks (Loffler et al. 2005), but they were overlaid
to avoid them from being perceived as a face and hence interfering
with the task performed on the targets. Brightness reduction (–30%)
was applied to the masks such that they would appear with the same
brightness as the original faces. In order to minimize pixel overlap with
the target face, the prime was scaled to be 80% smaller than the target
(masks received the same reduction for masking improvement
reasons).
In the 2nd phase of the experiment, face-responsive regions were

mapped in each participant by a separate localizer scan comparing
images of faces and scrambled faces. A new set of faces was used (half
familiar/half unfamiliar), and scrambled versions of these stimuli were
created by randomly permuting the Fourier phase information (see e.g.,
Eger et al. 2005). The contrast of faces versus scrambled faces therefore
controls for low-level visual differences, such as the spatial frequency
power spectrum (unlike a contrast of faces vs. houses). This contrast
also allowed us to isolate other ‘‘face-processing’’ regions (such as the
occipital face area, hereafter OFA), which other researchers have
argued are also ‘‘face-selective’’ (Rossion, Caldara, et al. 2003; Rossion,
Schiltz, et al. 2003; Steeves et al. 2006). Four conditions (familiar faces,
unfamiliar faces, scrambled familiar faces, scrambled unfamiliar faces)
were presented in a blocked design (12 stimuli/block, each presented
for 500 ms with 500 ms inter-stimulus interval, with 6 s of fixation
baseline between blocks. Participants performed a 1-back repetition
detection task on the stimuli (with 2 stimulus repetitions occurring at
random positions within each block).
In the 3rd phase, we measured more conventional long-lag priming

using the same stimuli. This was in order to compare any subliminal
effects with the more established neural changes associated with
repetition of stimuli perceived consciously on their initial occurrence
(Henson 2003). Participants made a fame judgment on 160 trials
corresponding to 1 of the 2 views of the 80 persons from set A and the
80 persons from set B. For half the participants, faces from set A
appeared in the masked priming phase (primed condition), whereas
faces from set B did not (unprimed condition). Conversely, for the

Figure 1. Schematic description of the subliminal face priming method and behavioral results. (a) Each trial consisted in the sequential presentation of a fixation cross, a forward
mask, a prime, a backward mask and the target. Participants were presented with familiar and unfamiliar faces and were instructed to perform a fame-judgment task on the
target. Masks were constructed from overlays of inverted faces. (b) Mean reaction times for the 6 priming conditions. The experiment involved a 2 3 3 factorial design including
famous and nonfamous target faces preceded by a prime that could depict the same person in the same view (same-view conditions), the same person in a different view (cross-
view conditions) or a different person (control condition). (c) Regression of priming on prime visibility. Each data point represents a participant. The regression functions (dotted
lines indicate 95% confidence intervals) show the association between the global priming effect found for famous faces and prime visibility. Priming is interpreted as subliminal
when the curve representing the lowest value in the confidence interval passes above the origin.
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Method

Participants

Twenty-three psychology students participated as partial
fulfilment of a course requirement. Two subjects were omit-
ted because they were substantially (+3 SD) slower. The
final sample existed of 21 subjects (20 female, mean
age = 18.2).

Procedure

Figure 1 depicts the sequence of a trial. First, a fixation cross
(+) was shown for 400 ms, followed by a forward mask
existing of four different random dot patterns with a total
duration of 53 ms (4 · 13.3 ms). These random dot pat-
terns, 8.5 cm in width and 8.5 cm in height, were con-
structed such that 4 · 4 pixels were always chosen
randomly to be white or black. Following the mask, a pic-
ture prime was presented for 13 ms. The dimensions of
the picture stimuli ranged from 2 to 5.5 cm in width and
2 to 5.5 cm in height. After the prime, a blank screen was
presented for 27 ms to increase the probability to obtain cen-

tral instead of energy masking of the prime (see Dell’Acqua
& Grainger, 1999). The blank was followed by a backward
mask, existing of four different random dot patterns for
53 ms. A blank of 200 ms followed the mask to obtain a
prime-target stimulus onset asynchrony of 290 ms. Finally,
the target was presented until the participants’ response
was registered. All targets, ranging from 1.5 to 4.3 cm in
width and 0.7 cm in height, were presented as black capital
letters on a white background. The inter-trial interval was
1,000 ms. All presentations were synchronized with the ver-
tical refresh cycle of the screen (13.3 ms). Participants were
told that they would see words that needed to be classified as
animals or nonanimals. Response assignment was varied
across participants. Participants were instructed to respond
as quickly as possible and to avoid mistakes.

Stimuli

The picture primes consisted of line drawings of 25 objects
and 25 animals taken from the greyscale shaded images set
of the ‘‘Snodgrass and Vanderwart-like’’ objects1 (Rossion
& Pourtois, 2004). Target words were composed of the
names of the picture stimuli and consisted of three to six
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Figure 1. Example of a congruent trial.

1 See http://titan.cog.brown.edu:8080/TarrLab/stimuli/objects/svlo.zip/view.
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Visual words that are masked and presented so briefly that they
cannot be seen may nevertheless facilitate the subsequent processing
of related words, a phenomenon called masked priming1,2. It has
been debated whether masked primes can activate cognitive
processes without gaining access to consciousness3–5. Here we use a
combination of behavioural and brain-imaging techniques to
estimate the depth of processing of masked numerical primes. Our
results indicate that masked stimuli have a measurable influence
on electrical and haemodynamic measures of brain activity. When
subjects engage in an overt semantic comparison task with a
clearly visible target numeral, measures of covert motor activity
indicate that they also unconsciously apply the task instructions
to an unseen masked numeral. A stream of perceptual, semantic
and motor processes can therefore occur without awareness.

We presented a numeral between 1 and 9, the prime, to subjects
for a very short duration (43 ms). The prime was masked by two
nonsense letter strings, and followed by another numeral, the target
(Fig. 1). Under these conditions, even when subjects focused their
attention on the prime, they could neither reliably report its
presence or absence nor discriminate it from a nonsense string
(Table 1). Nevertheless, we show here that the prime is processed to
a high cognitive level.

We asked subjects to perform a simple semantic categorization
task on the target numeral. Subjects were asked to press a response
key with one hand if the target was larger than 5, and with the other
hand if the target was smaller than 5. Unknown to them, each target
number was preceded by a masked prime which was varied from
trial to trial so it too could be larger or smaller than 5. In some trials
the prime was congruent with the target (both numbers fell on the
same side of 5), and in other trials it was incongruent (one number
being larger than 5, and the other being smaller; Fig. 1). We first
established that prime–target congruity has a significant influence on
behavioural, electrical and haemodynamic measures of brain function.
We then showed that the interference between prime and target can
be attributed to a covert, prime-induced activation of motor cortex,
a response bias that must be overcome in incongruent trials. This
indicates that the prime was unconsciously processed according to
task instructions, all the way down to the motor system.

The effect of prime–target congruity on behaviour is shown in
Fig. 2. Subjects responded more slowly in incongruent trials than in
congruent trials (P , 0:0001). All 12 subjects showed a positive
priming effect, ranging from 2 to 43 ms (average 24 ms, s.d.
13.5 ms). Furthermore, the entire response time distribution was
shifted by ,24 ms in incongruent trials compared with congruent
trials. Thus, there was no evidence that the effect was found in only a
small proportion of subjects or a small number of trials with a
distinct distribution of response times.

Two characteristics of the priming effect link it to a semantic level
of analysis. First, we varied the notations used for the prime number
and for the target number independently. Either number could be
presented as an arabic digit (for example, 1 or 4) or as a written word
(for example, ONE or FOUR). Although the target notation had a
significant main effect on response times (P , 0:0001), the amount
of priming itself was similar under all conditions of notation and
did not interact with target notation, prime notation, or notation
change. Priming remained significant even when the notations of
the prime and target numbers differed (for example, prime 4, target
ONE; P ¼ 0:0006). Thus, priming occurred at a notation-indepen-
dent level of numerical representation6. Second, priming remained
significant even after trials with repeated numbers (for example,
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Figure 1 Experimental design. In each trial, the following four visual stimuli

appeared successively, centred on the same screen location: a random-letter-

string mask, a prime number, another mask, and a target number. Subjects were

not informed of the presence of the prime. They were simply told that a ‘signal’

preceded the target number that they had to classify as larger or smaller than 5.

Half of the trials were of the congruent type (prime and target both falling on the

same side of 5), and half were incongruent.

Table 1 Experimental measures of prime awareness

Prime duration (ms)

0 29 43 57 114 200
.............................................................................................................................................................................
Task 1

Hit rate (%) 4.2 10.4 12.5 25.0 85.4 97.9

False alarms (%) 4.2 7.3 7.3 3.1 5.2 1.0

d’ 0.0 0.20 0.30 1.19** 2.68** 4.36**
.............................................................................................................................................................................
Task 2

Hit rate (%) 28.6 40.2 49.1 46.4 78.6 95.5

False alarms (%) 34.8 32.1 41.1 30.4 28.6 16.1

d’ −0.17 0.22 0.20 0.42* 1.36** 2.69**
.............................................................................................................................................................................
In two control experiments, subjects were fully informed of the precise structure of the

stimuli and were then presented with trials with numerical primes intermixed with trials in

which the primes were omitted (explicit detection, task 1; six subjects, 96 trials per cell) or

replaced by random strings with the same number of characters (number versus letter-

string discrimination, task 2; seven subjects,112 trials per cell). Prime duration was system-

atically varied. At the prime duration used in the main experiments (43ms), subjects

consistently reported not seeing the numerical primes (task 1), did not respond differently

to prime-absent and prime-present trials (task 1) and were unable to discriminate numerical

primes from letter strings (task 2). Discrimination performance, as measured by d’, a bias-

free measure of stimulus discriminability derived from signal-detection theory, began to

deviate from chance only for a prime duration of 57ms or more (x2
test; asterisk indicates

P , 0:05; double asterisk indicates P , 0:001).
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Visual words that are masked and presented so briefly that they
cannot be seen may nevertheless facilitate the subsequent processing
of related words, a phenomenon called masked priming1,2. It has
been debated whether masked primes can activate cognitive
processes without gaining access to consciousness3–5. Here we use a
combination of behavioural and brain-imaging techniques to
estimate the depth of processing of masked numerical primes. Our
results indicate that masked stimuli have a measurable influence
on electrical and haemodynamic measures of brain activity. When
subjects engage in an overt semantic comparison task with a
clearly visible target numeral, measures of covert motor activity
indicate that they also unconsciously apply the task instructions
to an unseen masked numeral. A stream of perceptual, semantic
and motor processes can therefore occur without awareness.

We presented a numeral between 1 and 9, the prime, to subjects
for a very short duration (43 ms). The prime was masked by two
nonsense letter strings, and followed by another numeral, the target
(Fig. 1). Under these conditions, even when subjects focused their
attention on the prime, they could neither reliably report its
presence or absence nor discriminate it from a nonsense string
(Table 1). Nevertheless, we show here that the prime is processed to
a high cognitive level.

We asked subjects to perform a simple semantic categorization
task on the target numeral. Subjects were asked to press a response
key with one hand if the target was larger than 5, and with the other
hand if the target was smaller than 5. Unknown to them, each target
number was preceded by a masked prime which was varied from
trial to trial so it too could be larger or smaller than 5. In some trials
the prime was congruent with the target (both numbers fell on the
same side of 5), and in other trials it was incongruent (one number
being larger than 5, and the other being smaller; Fig. 1). We first
established that prime–target congruity has a significant influence on
behavioural, electrical and haemodynamic measures of brain function.
We then showed that the interference between prime and target can
be attributed to a covert, prime-induced activation of motor cortex,
a response bias that must be overcome in incongruent trials. This
indicates that the prime was unconsciously processed according to
task instructions, all the way down to the motor system.

The effect of prime–target congruity on behaviour is shown in
Fig. 2. Subjects responded more slowly in incongruent trials than in
congruent trials (P , 0:0001). All 12 subjects showed a positive
priming effect, ranging from 2 to 43 ms (average 24 ms, s.d.
13.5 ms). Furthermore, the entire response time distribution was
shifted by ,24 ms in incongruent trials compared with congruent
trials. Thus, there was no evidence that the effect was found in only a
small proportion of subjects or a small number of trials with a
distinct distribution of response times.

Two characteristics of the priming effect link it to a semantic level
of analysis. First, we varied the notations used for the prime number
and for the target number independently. Either number could be
presented as an arabic digit (for example, 1 or 4) or as a written word
(for example, ONE or FOUR). Although the target notation had a
significant main effect on response times (P , 0:0001), the amount
of priming itself was similar under all conditions of notation and
did not interact with target notation, prime notation, or notation
change. Priming remained significant even when the notations of
the prime and target numbers differed (for example, prime 4, target
ONE; P ¼ 0:0006). Thus, priming occurred at a notation-indepen-
dent level of numerical representation6. Second, priming remained
significant even after trials with repeated numbers (for example,
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Figure 1 Experimental design. In each trial, the following four visual stimuli

appeared successively, centred on the same screen location: a random-letter-

string mask, a prime number, another mask, and a target number. Subjects were

not informed of the presence of the prime. They were simply told that a ‘signal’

preceded the target number that they had to classify as larger or smaller than 5.

Half of the trials were of the congruent type (prime and target both falling on the

same side of 5), and half were incongruent.

Table 1 Experimental measures of prime awareness

Prime duration (ms)

0 29 43 57 114 200
.............................................................................................................................................................................
Task 1

Hit rate (%) 4.2 10.4 12.5 25.0 85.4 97.9

False alarms (%) 4.2 7.3 7.3 3.1 5.2 1.0

d’ 0.0 0.20 0.30 1.19** 2.68** 4.36**
.............................................................................................................................................................................
Task 2

Hit rate (%) 28.6 40.2 49.1 46.4 78.6 95.5

False alarms (%) 34.8 32.1 41.1 30.4 28.6 16.1

d’ −0.17 0.22 0.20 0.42* 1.36** 2.69**
.............................................................................................................................................................................
In two control experiments, subjects were fully informed of the precise structure of the

stimuli and were then presented with trials with numerical primes intermixed with trials in

which the primes were omitted (explicit detection, task 1; six subjects, 96 trials per cell) or

replaced by random strings with the same number of characters (number versus letter-

string discrimination, task 2; seven subjects,112 trials per cell). Prime duration was system-

atically varied. At the prime duration used in the main experiments (43ms), subjects

consistently reported not seeing the numerical primes (task 1), did not respond differently

to prime-absent and prime-present trials (task 1) and were unable to discriminate numerical

primes from letter strings (task 2). Discrimination performance, as measured by d’, a bias-

free measure of stimulus discriminability derived from signal-detection theory, began to

deviate from chance only for a prime duration of 57ms or more (x2
test; asterisk indicates

P , 0:05; double asterisk indicates P , 0:001).
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prime ONE, target 1) were excluded from the analysis (P ¼ 0:001).
Hence, priming did not simply reflect a word repetition effect, but
depended on the similarity of the prime and target numbers at a
semantic level (larger or smaller than 5).

Event-related potentials (ERPs) recorded during the task also
showed a prime–target congruity effect. The central positivity,
which culminated at about the time of the subject’s response and
is thought to index post-perceptual processing7, was delayed by
,24 ms in incongruent trials compared with congruent trials
(Fig. 3a). We proposed that the slower responses in incongruent
trials might be due to response competition. Subjects would
unconsciously apply the task instructions to the prime, would
therefore categorize it as smaller or larger than 5, and would even
prepare a motor response appropriate to the prime (Fig. 1). In
incongruent trials, this prime-induced covert motor activation
would mismatch with the overt response required to the target,
resulting in response competition and hence slower response times
relative to congruent trials.

According to this theory, we should be able to detect an early
covert motor activation on the correct response side during con-
gruent trials, and on the incorrect response side during incongruent
trials. We tested this prediction using the lateralized readiness
potential (LRP), an ERP measure that indexes the activation of
lateralized motor circuits8 (Fig. 3b). The LRP can detect low levels of
covert response activation that do not necessarily result in an overt
motor response8–10. As it unfolds in time, the LRP departs from zero
as soon as task-relevant information becomes available to bias the
motor response towards the left or right hand. Conventionally,
positive deflections indicate response preparation on the correct
side, whereas negative deflections indicate a transient covert activa-
tion on the incorrect response side. Here, the LRP revealed the
predicted covert prime-induced motor preparation. In response-
locked averages, before the large positive deviation which reflected
the activation of motor circuits on the correct response side, the
LRP showed a significant difference in the predicted direction
between congruent and incongruent trials (one-tailed P ¼ 0:015).
In incongruent trials, the LRP showed a significant negative devia-
tion (one-tailed P ¼ 0:005), indicating motor preparation on the
incorrect side of response, whereas in congruent trials a nonsigni-
ficant positive deviation occurred (one-tailed P ¼ 0:22). Hence, a
period of covert prime-induced response competition preceded the
overt execution of the correct response.

Covert prime processing could be observed even more directly.

Because the primes and targets were varied independently in the
experimental list, we could test their impact on ERP recordings
separately. Primes that induced a covert left-hand or right-hand bias
produced a distinct pattern of brain activity over the left and right
motor cortices (Fig. 4). Primes that were associated with the left
hand during a given block caused a contralateral right-hemispheric
negativity, and primes that were associated with the right hand
caused a left-hemispheric negativity. This covert motor priming
effect had a similar scalp topography to the overt motor effect that
was found before the actual motor response to the target, but it was
smaller and arrived earlier.

Because ERPs have a notoriously imprecise spatial resolution, we
wanted to confirm that covert priming originated at least in part
from motor circuits using the spatially accurate method of func-
tional magnetic resonance imaging (fMRI). Response times
recorded during fMRI recording replicated the prime–target con-
gruity effect (P ¼ 0:0027; effect size 20 ms). In fMRI, however, trials
were now separated by 14 s, during which the rise and fall of the
haemodynamic signal was measured in the whole brain every 2 s.
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Figure 2 Behavioural priming effect. a, Average correct response times recorded

during the ERP experiment are plotted as a function of prime–target congruity for

different prime and target notations (A, Arabic; V, verbal). b, The distribution of

correct responses showed a rightward shift in incongruent trials relative to

congruent trials (bin size 20ms).

Figure 3 ERP measures of prime–target congruity. a, A late positivity (P3)

recorded from the vertex from electrode Cz showed a significant delay in

incongruent trials relative to congruent trials (shaded areas, P , 0:05). b, Deriva-

tion of the lateralized readiness potential (LRP). Individual trials were averaged in

synchrony with the time of the key press, thus suppressing the effects of

response delays. Electrodes C3 and C4 showed large voltage differences in

opposite directions (top two graphs) before left-hand versus right-hand

responses, reflecting the activation of the underlying motor circuits. The LRP

(bottom) is the average of the differences at C3 and at C4, calculated according to

the formula shown. In incongruent trials, before the main positive-going wave-

form reflecting overt response preparation, the LRP was significantly more

negative than in congruent trials (shaded area, P , 0:05), reflecting covert

motor priming.
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 How the Brain Translates Money
 into Force: A Neuroimaging Study
 of Subliminal Motivation
 Mathias Pessiglione,1,2* Liane Schmidt,2 Bogdan Draganski,1 Raffael Kalisch,1
 Hakwan Lau/ Ray ]. Dolan,1 Chris D. Frith1

 Unconscious motivation in humans is often inferred but rarely demonstrated empirically. We imaged
 motivational processes, implemented in a paradigm that varied the amount and reportability of
 monetary rewards for which subjects exerted physical effort. We show that, even when subjects cannot
 report how much money is at stake, they nevertheless deploy more force for higher amounts. Such a

 motivational effect is underpinned by engagement of a specific basal forebrain region. Our findings
 thus reveal this region as a key node in brain circuitry that enables expected rewards to energize
 behavior, without the need for the subjects' awareness.

 Humans tend to adapt the degree of effort
 they expend according to the magnitude
 of reward they expect. Such a process

 has been proposed as an op?rant concept of
 motivation (1-3). Motivational processes may
 be obvious, as when a prospector spends days in
 extreme conditions seeking gold. The popular
 view is that motivation can also be unconscious,
 such that a person may be unable to report the
 goals or rewards that drive a particular behavior.
 However, empirical evidence on this issue is
 lacking, and the potential brain mechanisms in
 volved in converting expected rewards into be
 havioral activation are poorly understood.

 We developed an experimental paradigm to
 visualize unconscious motivational processes,
 using functional magnetic resonance imaging. A
 classical approach to trigger unconscious pro
 cessing is subliminal stimulation, which can be
 implemented by means of masking procedures.
 The terminology we use in this report is based
 on a recent taxonomy (4), in which a process is
 considered subliminal if it is attended but not

 reportable. Successful brain imaging studies of
 subliminal processes have focused so far on
 processing words (5, 6) as well as emotional
 stimuli (7, ??). In our study, the object of mask
 ing was an incentive stimulus for a future action,
 represented by the amount of reward at stake.
 The question we asked is whether, and how, the
 human brain energizes behavior in proportion to
 subliminal incentives.

 We developed an incentive force task, using
 money as a reward: a manipulation that is con
 sistently shown to activate reward circuits in the

 human brain (9-11). The exact level of motiva
 tion was manipulated by randomly assigning the
 amount at stake as one pound or one penny.
 Pictures of the corresponding coins were dis
 played on a computer screen at the beginning of
 each trial, between two Screenshots of "mask"
 images (Fig. 1). The reportability of the monetary
 stakes depended on their display duration, which
 could be 17,50, or 100 ms. The perception of the
 first two durations was determined as subliminal

 in a preliminary behavioral test, where subjects
 reported not seeing anything other than the mask.
 The third duration was consistently associated
 with conscious perception of the stimuli and their
 associated amount.

 To characterize the effects of the monetary
 stakes, we recorded not only brain activity but
 also skin conductance and hand-grip force. Skin
 conductance response (SCR) is linked to auto
 nomie sympathetic arousal (12) and is thereafter
 interpreted as reflecting an affective evaluation
 of the monetary stake. Hand-grip force is
 understood to be a measure of behavioral
 activation. Online visual feedback of the force

 exerted was displayed as a fluid level moving
 up and down within a thermometer depicted on
 the screen (Fig. 1). Subjects were instructed that
 the higher the fluid level rose, the more of the

 monetary stake they would get to keep. At the
 end of the trial, subjects were given visual

 1Wellcome Trust Centre for Neurolmaging, Institute of
 Neurology, University College London, 12 Queen Square
 London WC1N 3BG, UK. 2lnstitut National de la Sant? et
 de la Recherche M?dicale, Unit? 610, Centre de
 Neuroimagerie de Recherche, Groupe Piti?-Salp?tri?re,
 Universit? Pierre et Marie Curie, 47 Boulevard de l'H?pital,
 F-75013 Paris, France.

 *To whom correspondence should be addressed. E-mail:
 pessigli@ccr.jussieu.fr

 Stimulus

 D=17or50or100 3900

 Fig. 1. The incentive force task. Successive screens displayed in one trial are shown from left to
 right, with durations in ms. Coin images, either one pound (?1) or one penny (lp), indicate the
 monetary value attributed to the top of the thermometer image. The fluid level in the thermometer
 represents the online force exerted on the hand grip. The last screen indicates cumulative total of
 the money won so far.
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 REPORTS I
 feedback of the amount of money that they had
 accumulated. Thus, this cumulative total was
 increased after every trial, though negligibly so

 when one penny was at stake.

 For the analysis of brain activity, we first
 examined the main contrast between monetary
 stakes, in the conscious condition, at the time of
 stimulus onset (Fig. 2, middle column). After

 correction for multiple comparisons over the
 whole brain (family-wise error, P < 0.05), the
 only significant activation was located bilateral
 ly in the basal forebrain, bordering several struc
 tures encompassing the ventral striatum, ventral
 pallidum (VP), extended amygdala, and basal
 nucleus of Meynert. These structures have been
 conceptualized as forming output channels for
 the limbic system, which is devoted to emo
 tional and motivational functions (75). Ac
 cording to fiber tracing studies, reward-related
 information may access these structures either
 by a subcortical route via the hippocampus
 and/or amygdala or by a cortical route via the
 orbitofrontal and/or anterior cingulate areas
 (14-17).

 To improve anatomical localization, we co
 registered the statistical parametric map (SPM)
 with a recent histology-based atlas of the basal
 ganglia, which was designed to distinguish be
 tween functional territories (18, 19). Activation
 foci overlapped with limbic territories of both
 external and internal pallidal segments (Fig. 2,
 right column), which together form the VP. The
 main inputs to the VP come from the ventral
 striatum, where reward-related activations have
 been consistently found (9-11). VP activation
 might denote engagement of the same ventral
 striato-pallidal pathway, with a shift in its ex
 pression being related to the nature of the up
 coming task. More specifically, ventral striatal
 activity has been linked to reward prediction and
 reward prediction error during learning (20, 21).
 Rather than concentrating on learning, our de
 sign focused on motivation during effort, which
 elicited specific processing in the VP. Our finding
 accords well with evidence in rodents, showing
 that VP neurons encode rewarding properties of
 environmental stimuli (22), and suggests a role
 for the VP in incentive motivation. Furthermore,

 lowering the threshold (P < 0.001, uncorrected)
 revealed that activation extended posteriorly,

 within nonlimbic territories of the pallidum, point
 ing out a plausible route by which the VP may
 influence cortical motor areas (14,15).

 To dissociate motivation per se from force
 production, we next examined brain activity that
 was linearly related to the amount of force
 produced, whatever the condition (Fig. 2, left
 column). After correction for multiple compar
 isons over the whole brain (family-wise error, P <
 0.05), significant activations were found in the
 supplementary motor area (SMA) and in the
 primary motor area (Ml). Unlike the pallidum,
 these structures have previously been shown to
 activate in relation with the amount of force

 produced (23-25). Moreover, Ml activation was
 observed on the left side, which was consistent
 with the use of the right hand for the task, where
 as pallidal activation was bilateral. Thus, in our
 analysis, the dissociation was clear-cut, probably
 reflecting the fact that monetary stakes were
 constant throughout the task, while grip force
 decreased trial after trial, probably as a result of
 fatigue (fig. SI). Such dissociation suggests that

 Fig. 2. SPAAs of brain
 activity. Voxels displayed
 in gray on glass brains
 showed a significant ef
 fect at P < 0.05 after
 correction for multiple
 comparisons over the
 entire brain. The U, y, z]
 coordinates of the differ
 ent maxima refer to the

 Montreal Neurological
 Institute (MNI) space.

 Axial and coronal slices

 were taken at global
 maxima of interest indi

 cated by red symbols on
 the glass brains. SPAAs
 are shown at a lower
 threshold (P < 0.001,
 uncorrected) and were
 superimposed on the av
 erage structural scan to
 localize significant acti
 vations. The images in
 the left column show re

 gression with the amount
 of force produced, whatever the condition. The images in the middle column show contrast between
 conscious pounds and pennies-trials (?1 to lp, 100 ms). For this contrast SPMs were coregistered with an
 atlas of the basal ganglia (right column). Caudate, putamen, and accumbens are shown in green; external
 and internal pallidum are shown in blue, with limbic sectors in violet.

 Skin conductance  Grip force Fig. 3. Main effects of
 stimulus duration. (A) Incen
 tive force task. Time courses

 were averaged across trials
 for the different stimuli
 (black lines indicate ?1 and

 white lines indicate lp) and
 durations (thin, interme
 diate, and thick lines indi
 cate 17, 50, and 100 ms,
 respectively). Time 0
 corresponds to the moment
 of stimulus display. The his
 tograms indicate the effect
 of motivation (?1 to lp), and
 the error bars indicate SEM.
 Pallidal activation is
 expressed as percentage of
 blood oxygen level
 dependent signal change.
 Force and skin conductance

 are expressed in proportion
 of the highest measure. (B)
 Perception task. Stimuli were
 the same as in (A). Possible
 responses were "seen ?1,"
 "seen lp," "guess ?1," and
 "guess lp." A "correct" re
 sponse means that the subject chose the stimulus that had been displayed. A "seen" response means that the
 subject perceived all or part of the stimulus. Error bars indicate SEM.
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To assess visual awareness, we successively displayed two
masked cues on a computer screen and asked subjects whether
they perceived a difference or not. We reasoned that if subjects
are unable to correctly perceive any difference between the
masked cues, then they are also unable to build conscious rep-
resentations of cue-outcome associations. The procedure has
the advantage of not showing the cues unmasked, so that, by
the end of the experiment, subjects had no idea what the cues
look like.

The perceptual discrimination task was performed outside the
scanner at the beginning of the experiment, in order to adapt du-
ration of cue display to each individual, and in the scanner at the
end of the experiment, to check for any effect of learning or
change in visual conditions. For all subjects, cue duration was
set at either 33 or 50 ms and was kept fixed through the entire
experiment. In every individual, correct guessing on the final as-
sessment did not differ from chance (p > 0.05, chi-square test).
At group level, average percentage of correct responses for
the 20 subjects was 48% ± 3%, which again was not different
from chance (p > 0.5, two-tailed paired t test). Average d0 was
0.08 ± 0.20, showing that, even when correcting for response
bias, signal detection was not different from zero (p > 0.5, two-
tailed paired t test). Thus, subjects remained unable to discrim-
inate between the different masked cues, from the beginning
to the end of conditioning sessions.

We employed the same masking procedure in the subliminal
conditioning task, in which cues were paired with monetary out-
comes (Figure 1). From these outcomes (!£1, £0, +£1), subjects
had to learn when to take the risky response (either ‘‘Go’’ or
‘‘NoGo,’’ depending on subjects). Subjects were also told that,
for the risky response, the outcome would depend on the cue
hidden behind the masking image (see instructions in Supple-

mental Data available online). As they would not see the cues,
we encouraged them to follow their intuition, taking the risky
response if they had a feeling they were in a winning trial and
choosing a safe response if they felt it was a losing trial. Note
that if subjects always made the same response, or if they
performed at chance, their final payoff would be zero.

As a dependent variable to assess for conditioning effects, we
used monetary payoff, which corresponds to the area below the
reward and above the punishment learning curves (Figure 2A).
Overall subjects won money in this task, on average £7.5 ± £1.8
(p < 0.001, one-tailed paired t test), indicating that the risky re-
sponse was more frequently chosen following reward predictive
relative to punishment predictive cues. Both reward and punish-
ment conditions also differed significantly from the neutral condi-
tion (p < 0.05, one-tailed paired t test). There was no significant
difference (p > 0.5, two-tailed paired t test) between the reward
and punishment condition: on average subjects won £24.3 ±
£1.9 and avoid losing £23.2 ± £2.1. Learning curves showed
that responses improved symmetrically for rewards and punish-
ments, ending with 63% ± 5% of correct responses on average.
Surprisingly, this plateau was reached at around the halfway
point of the learning session. The effects of subliminal condition-
ing were subsequently assessed with a preference judgment
task, in which cues were uncovered and rated by the subjects
from the most to least liked (Figure 2B). Ratings were significantly
higher for reward compared to punishment cues (p < 0.01, one-
tailed paired t test), consistent with subjects having learned the
affective values of subliminal cues, such that these values were
able to bias their preferences. When uncovering the cues, sub-
jects were also asked to signal any cue that they may have
seen during conditioning sessions; none was reported as previ-
ously seen.

Figure 1. Subliminal Conditioning Task
Successive screenshots displayed during a given

trial are shown from left to right, with durations in

milliseconds. After seeing a masked contextual

cue flashed on a computer screen, subjects

choose to press or not press a response button

and subsequently observe the outcome. In this

example, ‘‘Go’’ appears on the screen because

the subject has pressed the button, following

the cue associated with a rewarding outcome

(winning £1).

Figure 2. Behavioral Data
(A) Learning curves. Colors indicate cues for which

button presses are rewarded (green), neutral

(blue), or punished (red). Diamonds represent,

across trials, percentages of subjects that pressed

the button. Left: continuous lines join the dia-

monds to illustrate actual choices made by

subjects. Right: continuous lines represent the

probabilities of button press estimated by an

optimized Q-learning model.

(B) Preferences. After the conditioning phase,

cues were unmasked and subjects rated them,

from the most (3) to the least liked (1). The graph

shows the average rating for reward (green), neu-

tral (blue), and punishment (red) cues. Bars are ±

intersubjects standard errors of the mean.

Neuron

fMRI Study of Subliminal Conditioning

562 Neuron 59, 561–567, August 28, 2008 ª2008 Elsevier Inc.
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To assess visual awareness, we successively displayed two
masked cues on a computer screen and asked subjects whether
they perceived a difference or not. We reasoned that if subjects
are unable to correctly perceive any difference between the
masked cues, then they are also unable to build conscious rep-
resentations of cue-outcome associations. The procedure has
the advantage of not showing the cues unmasked, so that, by
the end of the experiment, subjects had no idea what the cues
look like.

The perceptual discrimination task was performed outside the
scanner at the beginning of the experiment, in order to adapt du-
ration of cue display to each individual, and in the scanner at the
end of the experiment, to check for any effect of learning or
change in visual conditions. For all subjects, cue duration was
set at either 33 or 50 ms and was kept fixed through the entire
experiment. In every individual, correct guessing on the final as-
sessment did not differ from chance (p > 0.05, chi-square test).
At group level, average percentage of correct responses for
the 20 subjects was 48% ± 3%, which again was not different
from chance (p > 0.5, two-tailed paired t test). Average d0 was
0.08 ± 0.20, showing that, even when correcting for response
bias, signal detection was not different from zero (p > 0.5, two-
tailed paired t test). Thus, subjects remained unable to discrim-
inate between the different masked cues, from the beginning
to the end of conditioning sessions.

We employed the same masking procedure in the subliminal
conditioning task, in which cues were paired with monetary out-
comes (Figure 1). From these outcomes (!£1, £0, +£1), subjects
had to learn when to take the risky response (either ‘‘Go’’ or
‘‘NoGo,’’ depending on subjects). Subjects were also told that,
for the risky response, the outcome would depend on the cue
hidden behind the masking image (see instructions in Supple-

mental Data available online). As they would not see the cues,
we encouraged them to follow their intuition, taking the risky
response if they had a feeling they were in a winning trial and
choosing a safe response if they felt it was a losing trial. Note
that if subjects always made the same response, or if they
performed at chance, their final payoff would be zero.

As a dependent variable to assess for conditioning effects, we
used monetary payoff, which corresponds to the area below the
reward and above the punishment learning curves (Figure 2A).
Overall subjects won money in this task, on average £7.5 ± £1.8
(p < 0.001, one-tailed paired t test), indicating that the risky re-
sponse was more frequently chosen following reward predictive
relative to punishment predictive cues. Both reward and punish-
ment conditions also differed significantly from the neutral condi-
tion (p < 0.05, one-tailed paired t test). There was no significant
difference (p > 0.5, two-tailed paired t test) between the reward
and punishment condition: on average subjects won £24.3 ±
£1.9 and avoid losing £23.2 ± £2.1. Learning curves showed
that responses improved symmetrically for rewards and punish-
ments, ending with 63% ± 5% of correct responses on average.
Surprisingly, this plateau was reached at around the halfway
point of the learning session. The effects of subliminal condition-
ing were subsequently assessed with a preference judgment
task, in which cues were uncovered and rated by the subjects
from the most to least liked (Figure 2B). Ratings were significantly
higher for reward compared to punishment cues (p < 0.01, one-
tailed paired t test), consistent with subjects having learned the
affective values of subliminal cues, such that these values were
able to bias their preferences. When uncovering the cues, sub-
jects were also asked to signal any cue that they may have
seen during conditioning sessions; none was reported as previ-
ously seen.

Figure 1. Subliminal Conditioning Task
Successive screenshots displayed during a given

trial are shown from left to right, with durations in

milliseconds. After seeing a masked contextual

cue flashed on a computer screen, subjects

choose to press or not press a response button

and subsequently observe the outcome. In this

example, ‘‘Go’’ appears on the screen because

the subject has pressed the button, following

the cue associated with a rewarding outcome

(winning £1).

Figure 2. Behavioral Data
(A) Learning curves. Colors indicate cues for which

button presses are rewarded (green), neutral

(blue), or punished (red). Diamonds represent,

across trials, percentages of subjects that pressed

the button. Left: continuous lines join the dia-

monds to illustrate actual choices made by

subjects. Right: continuous lines represent the

probabilities of button press estimated by an

optimized Q-learning model.

(B) Preferences. After the conditioning phase,

cues were unmasked and subjects rated them,

from the most (3) to the least liked (1). The graph

shows the average rating for reward (green), neu-

tral (blue), and punishment (red) cues. Bars are ±

intersubjects standard errors of the mean.
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response if they had a feeling they were in a winning trial and
choosing a safe response if they felt it was a losing trial. Note
that if subjects always made the same response, or if they
performed at chance, their final payoff would be zero.
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sponse was more frequently chosen following reward predictive
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tion (p < 0.05, one-tailed paired t test). There was no significant
difference (p > 0.5, two-tailed paired t test) between the reward
and punishment condition: on average subjects won £24.3 ±
£1.9 and avoid losing £23.2 ± £2.1. Learning curves showed
that responses improved symmetrically for rewards and punish-
ments, ending with 63% ± 5% of correct responses on average.
Surprisingly, this plateau was reached at around the halfway
point of the learning session. The effects of subliminal condition-
ing were subsequently assessed with a preference judgment
task, in which cues were uncovered and rated by the subjects
from the most to least liked (Figure 2B). Ratings were significantly
higher for reward compared to punishment cues (p < 0.01, one-
tailed paired t test), consistent with subjects having learned the
affective values of subliminal cues, such that these values were
able to bias their preferences. When uncovering the cues, sub-
jects were also asked to signal any cue that they may have
seen during conditioning sessions; none was reported as previ-
ously seen.
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we extracted time courses of BOLD response. These time
courses were averaged over trials, sessions, and subjects,
separately for the reward and punishment conditions (Figure 4B).
We found that BOLD responses to reward and punishment cues
significantly differed after two acquisition volumes (3.9 s) in the
ventral striatum (one-tailed paired t test, p < 0.01) and after three
(5.85 s) in the visual cortex (one-tailed paired t test, p < 0.01).

Finally, we ascertained whether neuroimaging and behavioral
effects of subliminal conditioning were driven by subjects scor-
ing at the high end in perceptual discrimination performance.
We tested for correlations between correct guessing assessed
in the final perceptual discrimination test and coefficients of Q-
value regressors in both the ventral and extrastriate cortex.
None was significant; Pearson’s correlation coefficients were
respectively!0.25 and!0.18. We also tested correlation of cor-
rect guessing with monetary payoffs from conditioning sessions
and differential ratings in the preference judgment task. Again,

none was significant; Pearson’s correlation coefficients were
respectively 0.26 and 0.29.

DISCUSSION

We provide evidence that instrumental learning can occur with-
out conscious processing of contextual cues. This finding might
relate to previous evidence for implicit or procedural learning,
where behavioral responses can be adapted to the statistical
structure of stimuli that fails to be reported explicitly (Bayley
et al., 2005; Berns et al., 1997; Destrebecqz and Cleeremans,
2001; Seitz and Watanabe, 2003). Interestingly, implicit/proce-
dural learning has been suggested to involve the basal ganglia,
in contrast with explicit/declarative memory which would involve
the medial temporal lobe (Cohen et al., 1985; Milner et al., 1998;
Poldrack and Packard, 2003; Squire, 1992). In implicit learning
tasks, such as serial reaction time or probabilistic classification,
authors have claimed that subjects can achieve good acquisition
without explicit knowledge of the task structure. However,
methods for assessing awareness of statistical contingencies
have been criticized, principally on the issue that questions
were too demanding in terms of memory (Lagnado et al., 2006;
Lovibond and Shanks, 2002; Wilkinson and Shanks, 2004).
Thus, to formally test whether instrumental conditioning can
occur without awareness, we took a more stringent approach:
masking the cues, so that they remained unperceived.

We believe our methodology avoids most previous problems
related to assessing awareness, by demonstrating that subjects
were not able to discriminate between masked cues (without
the help of rewards and punishments), rather than retrospectively
assessing awareness of contingencies. Moreover, postcondi-
tioning recognition tests would not be sufficient in our case, since
subjects would not need to identify cues for associative learning
to be conscious. Indeed, they could learn associations between
risky response outcomesand tiny fragments of the visual dynamic
pattern formed by the mask/cue/mask flashing. However, post-
conditioning debriefing questions might be informative in explain-
ing why subjects could not discriminate between masked cues.
Thus, when we explicitly asked subjects to state what the cues
looked like, they reported in majority of cases that they had no
idea. When the subjects were presented with the cues, now
unmasked, they reported surprise at seeing the symbols while as-
serting that they had never seen them before. This suggests that
during conditioning, subjects had no a priori representational
knowledge to guide a visual search for cues hidden behind the
masks. We believe that absence of an a priori representation is
a crucial feature of our design, which, in addition to visual mask-
ing, prevented subjects from consciously seeing the cues.

Using this methodology, we show that pairing rewards and
punishments can guide behavioral responses and even condi-
tion preferences for abstract cues that subjects could not
consciously see. Note that if cues were visible, learning curves
would have been optimized in one trial or two; hence we are
not claiming that conscious awareness is unhelpful in supralim-
inal instrumental conditioning. However, in our subliminal condi-
tioning task, conscious strategies (such as win-stay/lose-switch)
might have been detrimental, which would explain why learning
curves were limited well below the optimum.

Figure 4. Model-free Analyses of Brain Activations
Ventral striatum (left) and visual cortex (right) correspond to voxels surviving

familywise error correction on statistical parametric maps.

(A) Regression coefficients. Histograms represent contrasts of the reward

(green) or the punishment (red) condition with the neutral condition, at the

times of cue and outcome display. For every contrast the two joint histograms

correspond to the first (empty) and second (filled) halves of the conditioning

sessions.

(B) Time courses. BOLD responses were averaged across trials over condi-

tioning sessions, for the reward (green) and punishment (red) conditions,

relative to the neutral condition. Bars are ± intersubjects standard errors of

the mean.
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(48, 12, 24; t = 4.72), right dorsolateral prefrontal cortex (48, 28, 24;
Z = 3.83), supplementary motor area (0, 0, 64; Z = 4.00), anterior
cingulate (0, 8, 44; Z = 3.37) and left inferior frontal/anterior tem-
poral cortices (–56, 8, –4; Z = 3.85). Furthermore, within the net-
work for visible words, a significant increase in functional
connectivity with the left fusiform gyrus when the words became
visible was observed in the left supplementary motor area 
(–4, 0, 64; Z = 2.85), the left mesial prefrontal cortex (–4, 12, 52;
Z = 2.74) and the left putamen (12, 4, 8; Z = 2.64).

Event-related potentials
The subtraction of ERPs evoked by visible words and by visible
blanks revealed a standard sequence of events for word reading,
with delayed peaks presumably due to stimulus degradation. This
sequence included an initial occipital positivity (P1, peaking at
164 ms after onset), a left-lateralized occipitotemporal negativ-
ity (N1, 252 ms), a short-lived central negativity (N400, 340 ms)
and an extended central positivity (P3, 476 ms) (Fig. 3).

When contrasting masked words with masked blanks, an
occipital P1 was also detectable, though it was smaller and 
slightly delayed relative to the P1 evoked by visible words (peak
at 180 ms). Mean voltages were computed from left and right
occipital electrodes in the range of 116 to 148 ms (early P1) and
156 to 188 ms (late P1). For visible stimuli, there was a main effect
of stimulus presence; ERPs were more positive for words than for
blanks (F1,11 = 5.91, p = 0.033; 0.94 µV difference), with no inter-
actions with time or hemisphere. For masked stimuli, a presence
by time interaction (F1,11 = 6.01, two-tailed p = 0.032) indicated
that ERPs were also significantly more positive in response to
masked words, but only during the second time window 
(t11 = 2.04, p = 0.033; 0.22 µV). The amplitude of the P1 in
response to masked words was only 23.4% of that to visible words.

The P1 was followed by a negativity that was similar in laten-
cy to the conscious N1 (peak at 252 ms), but that was strictly uni-
lateral and restricted to left anterior temporal electrodes. Mean
voltages were computed from left and right anterior and posterior
occipitotemporal electrodes in the range of 212 to 300 ms (N1).
For visible stimuli, ERPs were significantly more negative in
response to words than to blanks (F1,11 = 25.8, p = 0.0004;
–2.59 µV), and this effect was larger on posterior than on ante-
rior electrodes (interaction, F1,11 = 18.4, p = 0.0013), though it
was significant at all four sites (p < 0.0015). For masked stimuli,
ERPs were more negative in response to words than to blanks
only over left anterior temporal electrodes (F1,11 = 9.79, p = 0.005;
–0.16 µV), though interactions with hemisphere, location or both
were not significant (p > 0.12). On that site, the voltage evoked by
masked words was 8.3% of that evoked by visible words, in agree-
ment with the 8.6% figure observed for the left fusiform fMRI
signal.

After this time point, masked and unmasked words differed
radically. Neither an N400 nor a P3 was observed for masked
words. Rather, the left N1 in response to masked words was pro-
longed, and a second negativity restricted to left precentral elec-
trodes was observed simultaneously with a focal central positivity.
Although we did not attempt to construct dipole models of this
complex sequence, the observed negativities were found at scalp

Fig. 1. Design and behavioral results of experiment 1. (a) Stimulus
sequence. Short presentations of words or blank screens were embedded
into a continuous stream of blank screens and random masks. The type of
stimulus (word or blank) and its visibility (visible or masked) were manip-
ulated independently. (b) Performance in various behavioral tests assess-
ing word perceptibility. All plots indicate mean performance ± 1 s.e.m.

pants were told about the presence of a hidden word and were
asked to select it among two choice words presented left and right
of fixation. The success rate of 52.9% did not differ from the 50%
value expected by chance (t26 =1.63, p > 0.10).

Functional magnetic resonance imaging
In fMRI, visible words activated a left-lateralized set of areas
including the left fusiform gyrus, left parietal cortex, bilateral
inferior prefrontal/anterior insular cortex, anterior cingulate,
precentral cortex and the supplementary motor area (Table 1;
Fig. 2, left). This network is similar to that found in PET studies
of word reading7, except for the absence of anterior inferior tem-
poral areas, which undergo signal loss in fMRI. Masked words
activated two significant clusters of voxels in this circuit 
(Table 1; Fig. 2, right). The first spanned a sizeable length of the
left fusiform gyrus. Activation ranged from extrastriate visual
cortex to a more anterior site that corresponded with published
coordinates of the ‘visual word form area,’ a region of the fusiform
gyrus that responds to words independently of their retinal loca-
tion8. The second cluster was in the left precentral sulcus. No
other areas were found significant when the search was extended
to the whole brain.

All the areas activated by visible words showed a significant
interaction of stimulus type with visibility, indicating that the acti-
vation was reduced when the words were presented in the masked
condition compared to the visible condition. In the left extrastri-
ate cortex, the activation to masked word was already reduced to
19.0% of that found to conscious words. In left fusiform cortex,
this figure dropped to 8.6%, and in left precentral cortex it was
only 5.2%. An analysis of variance confirmed that this posterior-
to-anterior decrease in activation ratios was significant (region
by visibility interaction, F2,28 = 4.84, p = 0.016).

Functional connectivity techniques were used to examine the
pattern of correlations between the left fusiform region and other
distant areas and to test the hypothesis of a better transmission of
word information to distant areas when the words were visible (see
Methods). Even after removing correlations imposed by the visu-
al stimuli, the residual activity of the left fusiform region correlat-
ed with extensive bilateral occipital and ventral occipitotemporal
regions, the bilateral posterior intraparietal sulci (coordinates, –28,
–80, 36; Z = 3.83 and 28, –80, 28; Z = 4.63), right precentral cortex
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case (same-case priming, F1,9 =15.5, p = 0.003; different-case
priming, F1,9 = 34.5, p = 0.0002; interaction of repetition and
case change, F1,9 =1.05, n.s.).

Within the word-processing circuit, significant repetition sup-
pression was observed in the left fusiform gyrus (Table 1, Fig. 5). At
this site, priming was significant on same-case trials (t9 = 1.98, one-
tailed p = 0.040) and on different-case trials (t9 = 2.68, one-tailed 
p = 0.013), and did not differ across those two conditions (interac-
tion, t9 = –0.74, NS). Case-independent priming was also found at an
uncorrected significance level in the left precentral gyrus (4 mm
from the peak observed in experiment 1) and in a symmetrical right

precentral region. When the search was extended to the
whole brain, no additional regions exhibited case-inde-
pendent priming. However, physical repetition priming
restricted to same-case trials was observed in two right
extrastriate regions (Table 1, Fig. 5). In both regions, the
interaction of repetition with case change was significant
(t9 = 2.73 and 3.25, respectively; p < 0.05).

DISCUSSION
Previous imaging studies of masked word processing
measured how the conscious processing of a visible
word was modulated by masked priming at the ortho-
graphic15, semantic16–18 or motor level6. In contrast,
the design of experiment 1 allowed us to image the
unconscious activity induced by isolated unseen words
in the absence of any visible target and without any
perceivable change in the ongoing stream. The results
revealed a sequence of activations, with an early posi-
tive occipital waveform in ERPs (!170 ms) plausibly

Fig. 3. Cartography of ERPs in reponse to visible words
and to masked words. Spherical spline interpolations are
shown at three different times following trial onset. ERPs
in response to the relevant controls (visible or masked
blanks) have been subtracted.

caused measurable repetition priming. On each trial, we
presented a short visual stream comprising a masked 
29-ms prime word followed by a 500-ms target word
(Fig. 4). Because an overt naming task would have
caused head motion, participants performed a seman-
tic classification task by clicking with the left or right
hand to indicate whether the target was natural or man-
made respectively. On different trials, the prime and tar-
get could be the same word or a different word, and
could appear in either lower or upper case. On the basis
of previous physiological and brain-imaging work9–14,
we expected to observe ‘repetition suppression,’ a
reduced activation in word-processing areas when the
same word was presented twice. Crucially, the design
allowed us to examine in which areas this repetition suppression
was independent of case, indicating that the abstract identity of
the letter string had been extracted, and in which areas it occurred
only when the same physical stimulus was repeated.

Behaviorally, participants again denied seeing the primes and
were unable to select them in a two-alternative forced-choice test
(53.6% correct, t9 = 2.10, p > 0.10). However, case-independent
repetition priming was observed in response times recorded dur-
ing imaging (Fig. 4). Reaction times were significantly shorter
when the prime and target were the same word (F1,9 = 36.0, 
p = 0.0002), independently of whether they appeared in the same

Fig. 2. fMRI activations to visible and masked words in experi-
ment 1. Top, group activations in the left hemisphere only, as
seen through translucent three-dimensional reconstruction of
the skull and brain of one of the participants. In these transpar-
ent views, the deep activations in fusiform, parietal and mesial
frontal cortex appear through the overlying lateral cortices.
Bottom, sagittal and axial views of the group activations in
Talairach space, superimposed on the mean anatomical image
of the 15 participants. Middle, activation at the left fusiform
peak, showing a twelvefold increase in activation on visible tri-
als relative to masked trials. Error bars, inter-subject s.e.m.
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case (same-case priming, F1,9 =15.5, p = 0.003; different-case
priming, F1,9 = 34.5, p = 0.0002; interaction of repetition and
case change, F1,9 =1.05, n.s.).

Within the word-processing circuit, significant repetition sup-
pression was observed in the left fusiform gyrus (Table 1, Fig. 5). At
this site, priming was significant on same-case trials (t9 = 1.98, one-
tailed p = 0.040) and on different-case trials (t9 = 2.68, one-tailed 
p = 0.013), and did not differ across those two conditions (interac-
tion, t9 = –0.74, NS). Case-independent priming was also found at an
uncorrected significance level in the left precentral gyrus (4 mm
from the peak observed in experiment 1) and in a symmetrical right

precentral region. When the search was extended to the
whole brain, no additional regions exhibited case-inde-
pendent priming. However, physical repetition priming
restricted to same-case trials was observed in two right
extrastriate regions (Table 1, Fig. 5). In both regions, the
interaction of repetition with case change was significant
(t9 = 2.73 and 3.25, respectively; p < 0.05).

DISCUSSION
Previous imaging studies of masked word processing
measured how the conscious processing of a visible
word was modulated by masked priming at the ortho-
graphic15, semantic16–18 or motor level6. In contrast,
the design of experiment 1 allowed us to image the
unconscious activity induced by isolated unseen words
in the absence of any visible target and without any
perceivable change in the ongoing stream. The results
revealed a sequence of activations, with an early posi-
tive occipital waveform in ERPs (!170 ms) plausibly

Fig. 3. Cartography of ERPs in reponse to visible words
and to masked words. Spherical spline interpolations are
shown at three different times following trial onset. ERPs
in response to the relevant controls (visible or masked
blanks) have been subtracted.

caused measurable repetition priming. On each trial, we
presented a short visual stream comprising a masked 
29-ms prime word followed by a 500-ms target word
(Fig. 4). Because an overt naming task would have
caused head motion, participants performed a seman-
tic classification task by clicking with the left or right
hand to indicate whether the target was natural or man-
made respectively. On different trials, the prime and tar-
get could be the same word or a different word, and
could appear in either lower or upper case. On the basis
of previous physiological and brain-imaging work9–14,
we expected to observe ‘repetition suppression,’ a
reduced activation in word-processing areas when the
same word was presented twice. Crucially, the design
allowed us to examine in which areas this repetition suppression
was independent of case, indicating that the abstract identity of
the letter string had been extracted, and in which areas it occurred
only when the same physical stimulus was repeated.

Behaviorally, participants again denied seeing the primes and
were unable to select them in a two-alternative forced-choice test
(53.6% correct, t9 = 2.10, p > 0.10). However, case-independent
repetition priming was observed in response times recorded dur-
ing imaging (Fig. 4). Reaction times were significantly shorter
when the prime and target were the same word (F1,9 = 36.0, 
p = 0.0002), independently of whether they appeared in the same
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ment 1. Top, group activations in the left hemisphere only, as
seen through translucent three-dimensional reconstruction of
the skull and brain of one of the participants. In these transpar-
ent views, the deep activations in fusiform, parietal and mesial
frontal cortex appear through the overlying lateral cortices.
Bottom, sagittal and axial views of the group activations in
Talairach space, superimposed on the mean anatomical image
of the 15 participants. Middle, activation at the left fusiform
peak, showing a twelvefold increase in activation on visible tri-
als relative to masked trials. Error bars, inter-subject s.e.m.
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case (same-case priming, F1,9 =15.5, p = 0.003; different-case
priming, F1,9 = 34.5, p = 0.0002; interaction of repetition and
case change, F1,9 =1.05, n.s.).

Within the word-processing circuit, significant repetition sup-
pression was observed in the left fusiform gyrus (Table 1, Fig. 5). At
this site, priming was significant on same-case trials (t9 = 1.98, one-
tailed p = 0.040) and on different-case trials (t9 = 2.68, one-tailed 
p = 0.013), and did not differ across those two conditions (interac-
tion, t9 = –0.74, NS). Case-independent priming was also found at an
uncorrected significance level in the left precentral gyrus (4 mm
from the peak observed in experiment 1) and in a symmetrical right

precentral region. When the search was extended to the
whole brain, no additional regions exhibited case-inde-
pendent priming. However, physical repetition priming
restricted to same-case trials was observed in two right
extrastriate regions (Table 1, Fig. 5). In both regions, the
interaction of repetition with case change was significant
(t9 = 2.73 and 3.25, respectively; p < 0.05).

DISCUSSION
Previous imaging studies of masked word processing
measured how the conscious processing of a visible
word was modulated by masked priming at the ortho-
graphic15, semantic16–18 or motor level6. In contrast,
the design of experiment 1 allowed us to image the
unconscious activity induced by isolated unseen words
in the absence of any visible target and without any
perceivable change in the ongoing stream. The results
revealed a sequence of activations, with an early posi-
tive occipital waveform in ERPs (!170 ms) plausibly

Fig. 3. Cartography of ERPs in reponse to visible words
and to masked words. Spherical spline interpolations are
shown at three different times following trial onset. ERPs
in response to the relevant controls (visible or masked
blanks) have been subtracted.

caused measurable repetition priming. On each trial, we
presented a short visual stream comprising a masked 
29-ms prime word followed by a 500-ms target word
(Fig. 4). Because an overt naming task would have
caused head motion, participants performed a seman-
tic classification task by clicking with the left or right
hand to indicate whether the target was natural or man-
made respectively. On different trials, the prime and tar-
get could be the same word or a different word, and
could appear in either lower or upper case. On the basis
of previous physiological and brain-imaging work9–14,
we expected to observe ‘repetition suppression,’ a
reduced activation in word-processing areas when the
same word was presented twice. Crucially, the design
allowed us to examine in which areas this repetition suppression
was independent of case, indicating that the abstract identity of
the letter string had been extracted, and in which areas it occurred
only when the same physical stimulus was repeated.

Behaviorally, participants again denied seeing the primes and
were unable to select them in a two-alternative forced-choice test
(53.6% correct, t9 = 2.10, p > 0.10). However, case-independent
repetition priming was observed in response times recorded dur-
ing imaging (Fig. 4). Reaction times were significantly shorter
when the prime and target were the same word (F1,9 = 36.0, 
p = 0.0002), independently of whether they appeared in the same

Fig. 2. fMRI activations to visible and masked words in experi-
ment 1. Top, group activations in the left hemisphere only, as
seen through translucent three-dimensional reconstruction of
the skull and brain of one of the participants. In these transpar-
ent views, the deep activations in fusiform, parietal and mesial
frontal cortex appear through the overlying lateral cortices.
Bottom, sagittal and axial views of the group activations in
Talairach space, superimposed on the mean anatomical image
of the 15 participants. Middle, activation at the left fusiform
peak, showing a twelvefold increase in activation on visible tri-
als relative to masked trials. Error bars, inter-subject s.e.m.
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case (same-case priming, F1,9 =15.5, p = 0.003; different-case
priming, F1,9 = 34.5, p = 0.0002; interaction of repetition and
case change, F1,9 =1.05, n.s.).

Within the word-processing circuit, significant repetition sup-
pression was observed in the left fusiform gyrus (Table 1, Fig. 5). At
this site, priming was significant on same-case trials (t9 = 1.98, one-
tailed p = 0.040) and on different-case trials (t9 = 2.68, one-tailed 
p = 0.013), and did not differ across those two conditions (interac-
tion, t9 = –0.74, NS). Case-independent priming was also found at an
uncorrected significance level in the left precentral gyrus (4 mm
from the peak observed in experiment 1) and in a symmetrical right

precentral region. When the search was extended to the
whole brain, no additional regions exhibited case-inde-
pendent priming. However, physical repetition priming
restricted to same-case trials was observed in two right
extrastriate regions (Table 1, Fig. 5). In both regions, the
interaction of repetition with case change was significant
(t9 = 2.73 and 3.25, respectively; p < 0.05).

DISCUSSION
Previous imaging studies of masked word processing
measured how the conscious processing of a visible
word was modulated by masked priming at the ortho-
graphic15, semantic16–18 or motor level6. In contrast,
the design of experiment 1 allowed us to image the
unconscious activity induced by isolated unseen words
in the absence of any visible target and without any
perceivable change in the ongoing stream. The results
revealed a sequence of activations, with an early posi-
tive occipital waveform in ERPs (!170 ms) plausibly

Fig. 3. Cartography of ERPs in reponse to visible words
and to masked words. Spherical spline interpolations are
shown at three different times following trial onset. ERPs
in response to the relevant controls (visible or masked
blanks) have been subtracted.

caused measurable repetition priming. On each trial, we
presented a short visual stream comprising a masked 
29-ms prime word followed by a 500-ms target word
(Fig. 4). Because an overt naming task would have
caused head motion, participants performed a seman-
tic classification task by clicking with the left or right
hand to indicate whether the target was natural or man-
made respectively. On different trials, the prime and tar-
get could be the same word or a different word, and
could appear in either lower or upper case. On the basis
of previous physiological and brain-imaging work9–14,
we expected to observe ‘repetition suppression,’ a
reduced activation in word-processing areas when the
same word was presented twice. Crucially, the design
allowed us to examine in which areas this repetition suppression
was independent of case, indicating that the abstract identity of
the letter string had been extracted, and in which areas it occurred
only when the same physical stimulus was repeated.

Behaviorally, participants again denied seeing the primes and
were unable to select them in a two-alternative forced-choice test
(53.6% correct, t9 = 2.10, p > 0.10). However, case-independent
repetition priming was observed in response times recorded dur-
ing imaging (Fig. 4). Reaction times were significantly shorter
when the prime and target were the same word (F1,9 = 36.0, 
p = 0.0002), independently of whether they appeared in the same

Fig. 2. fMRI activations to visible and masked words in experi-
ment 1. Top, group activations in the left hemisphere only, as
seen through translucent three-dimensional reconstruction of
the skull and brain of one of the participants. In these transpar-
ent views, the deep activations in fusiform, parietal and mesial
frontal cortex appear through the overlying lateral cortices.
Bottom, sagittal and axial views of the group activations in
Talairach space, superimposed on the mean anatomical image
of the 15 participants. Middle, activation at the left fusiform
peak, showing a twelvefold increase in activation on visible tri-
als relative to masked trials. Error bars, inter-subject s.e.m.
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sion by rs-fc analysis. It also shows the corresponding signal
time courses in the auditory detection sessions. For each sys-
tem as a whole and for each of its constituent regions in isola-
tion, these signal time courses were tested for differences at
time point 0 s as a function of perceptual outcome.

The dorsal attention system showed higher prestimulus ac-
tivity preceding misses than hits (t(1,10) ! 3.82, p " 0.005). On a
region-by-region level, this effect was significant in IPS (t(1,10) !
4.21, p " 0.005) and MT# (t(1,10) ! 2.23, p " 0.05) but not in
FEF. Interestingly, task-positive behavior was preserved in the
evoked responses during hit trials, whereas misses showed a
blunted pattern, if any stimulus-locked response at all. In con-

trast, hits were preceded by significantly
higher prestimulus baseline activity in the
default mode network than misses (whole
system: t(1,10) ! 2.43, p ! 0.036). This ef-
fect was driven by the PCC/precuneus
component (t(1,10) ! 2.61, p ! 0.026),
whereas the baseline signal difference did
not reach significance in MPFC/vACC or
lateral parietal cortex. Again, task-
negative behavior was conserved across
all regions but only in hit trials, and it ap-
peared fairly late in relation to stimulus
timing. Moreover, in the precuneus, the
heightened prestimulus signal in hit trials
evolved into an early but stimulus-locked
task-positive response that was absent in
miss trials.

Activity fluctuations in these two afore-
mentioned networks, the dorsal attention
system and the default mode network, have
been described to be intrinsically anticorre-
lated or rather to show the lowest degree
of correlation of all resting-state networks
(Fox et al., 2005, 2009; Fransson, 2005).
Inverse correlations with performance
across the two systems could then be as-
cribed to a source in merely one system
and an epiphenomenon in the other. Vi-
sual inspection of the time courses renders
this interpretation unlikely for our exper-
iment. The prestimulus signal in the dor-
sal attention system that is associated with
misses shows a slow build-up over time
and that in the default mode network
associated with hits shows a very brief
build-up before stimulation, in each in-
stance without mirroring signal behavior
in the respective other system. And the
evoked responses showed task-positive
behavior in both the dorsal attention sys-
tem and the precuneus, which also ren-
ders a hard-wired antagonistic relation
unlikely.

Finally, in the intrinsic alertness sys-
tem, hits were preceded by greater pre-
stimulus activity than misses (t(1,10) !
3.86, p " 0.005). This pattern was consis-
tent across all regions of this network (an-
terior thalamus: t(1,10) ! 3.76, p " 0.005;
dorsal ACC: t(1,10) ! 3.6, p " 0.005 and
trend in anterior insula: t(1,10) ! 2.23, p !

0.05). While the intrinsic alertness system is also in general found
to be as much anticorrelated with the default mode network as
the dorsal attention system (Fox et al., 2005; Fransson, 2005), its
behavior was nonetheless opposite to the one in the dorsal atten-
tion system.

As in our previous studies, we performed a voxel-by-voxel
mapping of the prestimulus effect by computing the contrast of
the estimated signal at time point 0 s as a function of perceptual
outcome (Fig. 5). This allowed investigating whether the effects
observed in a priori defined ROIs were spatially specific to those
regions. At the whole-brain mapping level, the prestimulus effect
at time point 0 s on stimulus detection was significant ( p " 0.05

Figure 2. Spatial distribution of evoked cortical responses during successful stimulus detection. Activations evoked in hit trials
versus baseline are shown in cold colors (for details, compare supplemental Table 1, available at www.jneurosci.org as supple-
mental material). A direct comparison of greater responses during hits than misses (warm colors) revealed a very similar activation
pattern. Threshold height p " 0.05 corrected at the cluster level using an auxiliary (uncorrected) voxel threshold of p " 0.0001.
Group results (n ! 11) are superimposed onto the lateral and medial aspects of an inflated cortical surface of a canonical average
brain.

Figure 3. Prestimulus fMRI time courses from bilateral auditory cortex. Left, Map of activation evoked by the near-threshold
stimulus (independent of percept) assessed in a group analysis. This map served as the basis for subject-by-subject definition of the
auditory ROI (shown on the group’s average brain; threshold height p "0.001 uncorrected; see Materials and Methods for details).
Right, In accord with our previous findings, we tested the effect of prestimulus activity at time point 0 s and found significantly
higher activity preceding hits than misses (as indicated by an asterisk). Error bars indicate $SEM.
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sion by rs-fc analysis. It also shows the corresponding signal
time courses in the auditory detection sessions. For each sys-
tem as a whole and for each of its constituent regions in isola-
tion, these signal time courses were tested for differences at
time point 0 s as a function of perceptual outcome.

The dorsal attention system showed higher prestimulus ac-
tivity preceding misses than hits (t(1,10) ! 3.82, p " 0.005). On a
region-by-region level, this effect was significant in IPS (t(1,10) !
4.21, p " 0.005) and MT# (t(1,10) ! 2.23, p " 0.05) but not in
FEF. Interestingly, task-positive behavior was preserved in the
evoked responses during hit trials, whereas misses showed a
blunted pattern, if any stimulus-locked response at all. In con-

trast, hits were preceded by significantly
higher prestimulus baseline activity in the
default mode network than misses (whole
system: t(1,10) ! 2.43, p ! 0.036). This ef-
fect was driven by the PCC/precuneus
component (t(1,10) ! 2.61, p ! 0.026),
whereas the baseline signal difference did
not reach significance in MPFC/vACC or
lateral parietal cortex. Again, task-
negative behavior was conserved across
all regions but only in hit trials, and it ap-
peared fairly late in relation to stimulus
timing. Moreover, in the precuneus, the
heightened prestimulus signal in hit trials
evolved into an early but stimulus-locked
task-positive response that was absent in
miss trials.

Activity fluctuations in these two afore-
mentioned networks, the dorsal attention
system and the default mode network, have
been described to be intrinsically anticorre-
lated or rather to show the lowest degree
of correlation of all resting-state networks
(Fox et al., 2005, 2009; Fransson, 2005).
Inverse correlations with performance
across the two systems could then be as-
cribed to a source in merely one system
and an epiphenomenon in the other. Vi-
sual inspection of the time courses renders
this interpretation unlikely for our exper-
iment. The prestimulus signal in the dor-
sal attention system that is associated with
misses shows a slow build-up over time
and that in the default mode network
associated with hits shows a very brief
build-up before stimulation, in each in-
stance without mirroring signal behavior
in the respective other system. And the
evoked responses showed task-positive
behavior in both the dorsal attention sys-
tem and the precuneus, which also ren-
ders a hard-wired antagonistic relation
unlikely.

Finally, in the intrinsic alertness sys-
tem, hits were preceded by greater pre-
stimulus activity than misses (t(1,10) !
3.86, p " 0.005). This pattern was consis-
tent across all regions of this network (an-
terior thalamus: t(1,10) ! 3.76, p " 0.005;
dorsal ACC: t(1,10) ! 3.6, p " 0.005 and
trend in anterior insula: t(1,10) ! 2.23, p !

0.05). While the intrinsic alertness system is also in general found
to be as much anticorrelated with the default mode network as
the dorsal attention system (Fox et al., 2005; Fransson, 2005), its
behavior was nonetheless opposite to the one in the dorsal atten-
tion system.

As in our previous studies, we performed a voxel-by-voxel
mapping of the prestimulus effect by computing the contrast of
the estimated signal at time point 0 s as a function of perceptual
outcome (Fig. 5). This allowed investigating whether the effects
observed in a priori defined ROIs were spatially specific to those
regions. At the whole-brain mapping level, the prestimulus effect
at time point 0 s on stimulus detection was significant ( p " 0.05

Figure 2. Spatial distribution of evoked cortical responses during successful stimulus detection. Activations evoked in hit trials
versus baseline are shown in cold colors (for details, compare supplemental Table 1, available at www.jneurosci.org as supple-
mental material). A direct comparison of greater responses during hits than misses (warm colors) revealed a very similar activation
pattern. Threshold height p " 0.05 corrected at the cluster level using an auxiliary (uncorrected) voxel threshold of p " 0.0001.
Group results (n ! 11) are superimposed onto the lateral and medial aspects of an inflated cortical surface of a canonical average
brain.

Figure 3. Prestimulus fMRI time courses from bilateral auditory cortex. Left, Map of activation evoked by the near-threshold
stimulus (independent of percept) assessed in a group analysis. This map served as the basis for subject-by-subject definition of the
auditory ROI (shown on the group’s average brain; threshold height p "0.001 uncorrected; see Materials and Methods for details).
Right, In accord with our previous findings, we tested the effect of prestimulus activity at time point 0 s and found significantly
higher activity preceding hits than misses (as indicated by an asterisk). Error bars indicate $SEM.

Sadaghiani et al. • Baseline Activity and Auditory Stimulus Detection J. Neurosci., October 21, 2009 • 29(42):13410 –13417 • 13413

Electroencephalography

Wikipedia Electroencephalography

22

P3 Wave:  Experiment

Sergent et al. - 2005 - Fig 1

23

performed a multiple linear regression of this response distribution
using as predictors the distributions obtained outside the attentional
blink (single task, short SOA) when T2 was present and when T2 was
absent (Fig. 1). This regression accounted for 96.9% of the data, with
significant contribution of both predictors (P values o 0.001). Thus,
we could interpret the responses obtained during the attentional blink
as being a mixture of ‘seen’ and ‘unseen’ states.
We also observed a slight decrease in visibility ratings within the

‘seen’ trials. Both this small decrease and the jump towards zero
visibility replicate our previous observations15 and can be well
captured by a dynamical phase transition model19–21. Control experi-
ments15 showed that when the duration of the target was varied,
participants were able to use the response scale continuously to signal
small changes in their perception. Thus, the bimodal blink pattern is
unlikely to be due to an inability to use the scale, but rather is likely to
faithfully reflect a failure of subjective perception of T2 on some
‘blinked’ trials; that is, trials in which the attentional blink effectively
prevented the perception of T2.

The neural fate of ‘blinked’ and seen stimuli
In order to analyze the brain events underlying this bimodal distribu-
tion, we compared the ERPs evoked by T2 during the attentional blink
(short SOA, dual task) when T2 was seen and when it was not seen
(empirically defined as visibility Z or o50%). Because T1 and the
masks also evoked ERPs, we extracted the potentials specifically evoked
by T2 by subtracting the ERPs evoked when T2 was absent and replaced
by a blank screen (Supplementary Fig. 1). Supplementary Video 1
shows the complete sequence of events evoked by seen and unseen T2s
(see also Figs. 2–5 and Supplementary Table 1). We did not observe
any significant difference in the early visual P1 and N1 waves (96 and
180 ms) evoked by seen and unseen T2s, either in amplitude or in
topography (Fig. 2). Then, the ERPs evoked by seen and unseen words
showed a series of diverging events. The first difference was observed
around 170ms, with a slightly stronger positivity over central electrodes
for seen T2s. A larger divergence occurred around 270 ms, when seen

T2s evoked a stronger left-lateralized posterior negativity (N2, 276 ms)
followed by a more anterior negativity (N3, 300 ms) that was absent for
unseen T2s (Fig. 3). Two subsequent waveforms (P3a, 436 ms; late P3b,
576 ms) were also present only when T2 was seen (Fig. 5).
However, processing of unseen T2s did not stop at the time when

ERPs evoked by seen T2s began to diverge. Even after 270 ms, some
waveforms still showed reduced but significant activity for unseen T2s.
Seen T2s evoked a central negativity (N4, 348 ms) that was also present
when T2 was not seen, with a similar topography but reduced intensity
(Fig. 4). Similarly, a central positivity (early P3b, around 480 ms) was
transiently evoked by both seen and unseen T2s (significant for 32 ms).
Although our primary goal was to study the temporal dynamics

of access to consciousness, our high-density ERP recordings allowed
some tentative inferences about the cerebral localization of the
underlying generators. A model of distributed cortical sources (see
Methods) allowed us to display, at each time step, the putative
distribution of activity on the inflated cortical surface (Figs. 2–5)
and to reconstruct the temporal profile of activation of reconstructed
sources at various cortical locations (Fig. 6). Up to about 200 ms,
activation unfolded identically for seen and unseen T2s over the right
occipital and then the bilateral occipitotemporal regions. Activation
then expanded anteriorly into the left temporal lobe and inferior
frontal regions, where we observed a surge of activation and a
progressive divergence between seen and unseen T2s. This divergence
reached its maximum by about 300 ms. Elevated and durable activa-
tions (lasting B200 to 300 ms) were then observed in bilateral
dorsolateral prefrontal, ventral prefrontal and anterior cingulate
regions, and, to a lesser extent, inferior parietal cortex, specifically
when T2 was seen. Finally, in the late part of the epoch, frontoparietal
activity remained in the right hemisphere, whereas we observed a late
left-lateralized reactivation in posterior cortices.

Neural events correlating with bimodal conscious report
We further investigated the relation between ERP events and the
visibility ratings by further subdividing the trials into four
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Figure 1 Experimental protocol and behavioral
results recorded during the ERP session. (a) Each
trial consisted of a simple sequence containing
five items: T1 followed by a mask (M) and T2
(which could be present or absent) followed by two
successive masks. The SOA between T1 and T2
could be either short (258 ms) or long (688 ms).
Presentation of T2 was signaled by four
surrounding squares. When T2 was absent, the
four squares were presented on a blank screen.
Each trial ended with a question on the visibility
of T2 (Q2: visibility scale) using a cursor (small
rectangle on the scale) and, in the dual-task
condition, a question on T1 (Q1). In the actual
experiment, T2, when present, was a French
number word. (b) Upper left graph shows mean
subjective visibility of T2 rated on a scale in the
various experimental conditions. Upper right
graph shows response distribution in the ‘critical
blink’ condition. A combination of the response
distributions observed for ‘T2 present’ and
‘T2 absent’ outside the attentional blink
(AB) predicted a response distribution that
accounted for 97% of the variance in the
observed response distribution during the
attentional blink (bottom row).
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Individual Cell Firing Patterns

Dehaene and Changeux - 2011 - Fig 4

25in the same time window (300–500 ms) and suggested that they
might constitute different measures of the same state of distrib-
uted ‘‘ignition’’ of a large cortical network including prefrontal
cortex. Indeed, seen stimuli had a global impact on late evoked
activity virtually anywhere in the cortex: 68.8%of electrode sites,
although selected for clinical purposes, were modulated by the
presence of conscious words (as opposed to 24.4% of sites
for nonconscious words).

Neuronal recordings. A pioneering research programwas con-
ducted by Logothetis and collaborators using monkeys trained
to report their perception during binocular rivalry (Leopold and
Logothetis, 1996; Sheinberg and Logothetis, 1997; Wilke et al.,
2006). By recording from V1, V2, V4, MT, MST, IT, and STS
neurons and presenting two rivaling images, only one of which
led to high neural firing, they identified a fraction of cells whose
firing rate increased when their preferred stimuli was perceived,
thus participating in a conscious neuronal assembly. The propor-
tion of such cells increased from about 20% in V1/V2 to 40% in
V4, MT, or MST to as high as 90% in IT and STS. This finding
supports the hypothesis that subjective perception is associated
with distributed cell assemblies whose neurons are denser in
higher associative cortices than in primary and secondary visual
cortices. Surprisingly, fMRI signals correlated quite strongly with
conscious perception during rivalry in area V1 (Haynes andRees,
2005; Polonsky et al., 2000) and even in the lateral geniculate
nucleus of the thalamus (Haynes et al., 2005a; Wunderlich
et al., 2005). The discrepancy between fMRI and single-cell
recordings was addressed in a recent electrophysiological study
(Maier et al., 2008; see also Wilke et al., 2006): within area V1 of
the same monkeys, fMRI signals and low-frequency (5–30 Hz)
local field potentials (LFPs) correlated with subjective visibility
while high-frequency (30–90 Hz) LFPs and single-cell firing rate
did not. One interpretation of this finding is that V1 neurons
receive additional top-down synaptic signals during conscious
perception compared to nonconscious perception, although
these signals need not be translated into changes in average
firing rate (Maier et al., 2008).

Figure 4. Human Single-Cell Recordings
during Conscious Access
Single cells were recorded from the human medial
temporal lobe and hippocampus during presen-
tation of masked pictures, with a variable target-
mask delay (Quiroga et al., 2008). The example at
left shows a single cell that fired specifically to
pictures of theWorld Trade Center, and did so only
on trials when the patient recognized the picture
(dark blue raster plots), not on trials when recog-
nition failed (red raster plots). Graphs at right show
the average firing rate across all neurons. Although
a small transient firing could be seen on unrec-
ognized trials, conscious perception was charac-
terized by a massive and durable amplification of
activity (for complementary results using electro-
corticography (ECoG) in human occipito-temporal
areas, see also Fisch et al., 2009).

The masking paradigm afforded
a more precise measurement of the
timing of conscious information progres-

sion in the visual system. In area V1, multiunit recordings during
both threshold judgments (Supèr et al., 2001) and masking para-
digms (Lamme et al., 2002) identified two successive response
periods. The first period was phasic, was time-locked to stimulus
onset, and reflected objective properties such as stimulus orien-
tation, whether or not they were detectable by the animal. The
second period was associated with a late, slow, and long-lasting
amplification of firing rate, called figure-ground modulation
because it was specific to neurons whose receptive field fell on
the foreground ‘‘figure’’ part of the stimulus. Crucially, only this
second phase of late amplification correlated tightly with stim-
ulus detectability in awake animals (Lamme et al., 2002; Supèr
et al., 2001) and vanished under anesthesia (Lamme et al.,
1998). Thus, although different forms of masking can affect
both initial and late neural responses (Macknik and Haglund,
1999; Macknik and Livingstone, 1998), the work of Lamme and
colleagues suggests that it is the late sustained phase that is
most systematically correlated with conscious visibility. A similar
conclusion was reached from earlier recordings in infero-
temporal cortex (Kovács et al., 1995; Rolls et al., 1999) and
frontal eye fields (Thompson and Schall, 1999, 2000).
Only a single study to date has explored single-neuron

responses to seen or unseen stimuli in human cortex (Quiroga
et al., 2008). Pictures followed at a variable delay by a mask
were presented while recording from the antero-medial temporal
lobe in five patients with epilepsy. A very late responsewas seen,
peaking around 300 ms and extending further in time. This late
firing reflected tightly the person’s subjective report, to such an
extent that individual trials reported as seen or unseen could
be categorically distinguished by the neuron’s firing train (see
Figure 4). Such a late categorical response is consistent with
the hypothesis that conscious access is ‘‘all-or-none,’’ leading
either to a high degree of reverberation in higher association
cortex (conscious trial) or to a vanishing response (Dehaene
et al., 2003b; Sergent et al., 2005; Sergent and Dehaene, 2004).
Single-cell electrophysiology has also contributed to a better

description of the postulated role of synchrony in conscious
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temporal cortex (Kovács et al., 1995; Rolls et al., 1999) and
frontal eye fields (Thompson and Schall, 1999, 2000).
Only a single study to date has explored single-neuron

responses to seen or unseen stimuli in human cortex (Quiroga
et al., 2008). Pictures followed at a variable delay by a mask
were presented while recording from the antero-medial temporal
lobe in five patients with epilepsy. A very late responsewas seen,
peaking around 300 ms and extending further in time. This late
firing reflected tightly the person’s subjective report, to such an
extent that individual trials reported as seen or unseen could
be categorically distinguished by the neuron’s firing train (see
Figure 4). Such a late categorical response is consistent with
the hypothesis that conscious access is ‘‘all-or-none,’’ leading
either to a high degree of reverberation in higher association
cortex (conscious trial) or to a vanishing response (Dehaene
et al., 2003b; Sergent et al., 2005; Sergent and Dehaene, 2004).
Single-cell electrophysiology has also contributed to a better

description of the postulated role of synchrony in conscious

206 Neuron 70, April 28, 2011 ª2011 Elsevier Inc.

Neuron

Review
Determinants of Ignition

Sadaghiani et al. - 2009 - Fig 4

26

at cluster level after voxel-level threshold of p ! 0.01 and extent
threshold "50 voxels) in the following regions: dorsal ACC [146
voxels, (#15, 39, 3), z $ 3.71, p $ 0.034], an extended cluster
[1064 voxels, (27, 0, 12), z $ 4.35, p ! 0.001] containing thala-

mus [left: (#12, #21, 12), z $ 4.27; right: (21, #15, 15), z $ 4.04]
and left superior frontal gyrus [143 voxels, #18, 39, 36), z $ 3.74,
p $ 0.038] showed significantly higher prestimulus signal for hits
than misses. Conversely, IPS [right: 477 voxels, (30, #48, 57), z $

Figure 4. Prestimulus time courses from resting-state functional connectivity (rs-fc) networks. Left, Time courses averaged over the complete rs-fc systems. Middle, Rs-fc networks as defined by
seed-based analysis of a resting-state scanning session. Numbers indicate regions of interest for which peristimulus activity time courses are plotted in the right-hand panels. Right, Time courses of
individual regions of the respective network. While higher signal levels in the default mode system (A) and the intrinsic alertness system (C) were found before successful stimulus detection, higher
signal in the dorsal attention system (B) preceded misses. Asterisks indicate significant percept-dependent time course difference at time point 0 s. Error bars indicate %SEM.

Figure 5. Statistical parametric maps of difference in prestimulus activity between hit and miss trials. Signal at time point 0 s (as estimated in the FIR-model, see Materials and Methods) was
contrasted between hit and miss trials. The resulting second-level maps are shown at p ! 0.05 uncorrected to illustrate spatial specificity of prestimulus activity biasing for hits (left) and misses
(right), respectively. Asterisks indicate regions with significant effects after correction for multiple comparisons. White arrows indicate Heschl’s gyri. Signal time courses over the full peristimulus
window are shown in Figures 3 and 4 for largely corresponding but independently defined ROIs and rs-fc networks.
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connections originate from cortical layers II/III and V/VI and
permit the communication between widely distributed cortical
processors. In agreement with the GNW, the effects of recurrent
processing are indeed most pronounced in layers II/III and V of
the primary visual cortex of monkeys (Self et al., 2013; van Ker-
koerle et al., 2017), and recent studies using high-field fMRI
demonstrated corresponding profiles of laminar activity in hu-
mans during the conscious perception of visual illusions (Kok
et al., 2016; Muckli et al., 2015).

Interestingly, recent experimental evidence indicates that the
reverberatory loops for persistent neuronal activity not only
involve corticocortical interactions but also loop through subcor-
tical regions with an important role for the thalamus and
cerebellar nuclei (Gao et al., 2018; Guo et al., 2017). These recent
findings imply that conscious access is not a purely cortical phe-
nomenon and provide support for the involvement of neurons in
the deep cortical layers in the GNW as hypothesized in the
original GNW paper (Dehaene et al., 1998).

There are several reasons why conscious processing might
rely on recurrent loops between distributed processors. First,
recurrent connections can help amplify a signal through recur-
rent excitation, thereby making it available for other cortical
processors. Second, recurrent loops can sustain a signal, e.g.,
such that it could be maintained in working memory. In accor-
dance with this view, studies that examined tactile perception
in mice revealed that it is associated with the reverberation of
activity between the frontal cortex and somatosensory cortex
that is accompanied by NDMA-receptor-driven calcium events
in the distal dendrites of sensory neurons (Larkum, 2013). Feed-
back from the frontal cortex thereby amplifies neuronal activity
elicited by tactile stimuli in the somatosensory cortex and this
amplification predicts successful perception (Sachidhanandam
et al., 2013; Takahashi et al., 2016). If the feedback from a higher
cortical area, the mouse secondary motor cortex, to
somatosensory cortex is silenced optogenetically, the late
amplification in the somatosensory cortex is selectively attenu-
ated and perception is prevented (Manita et al., 2015). Although
most experiments on conscious perception are correlational in
nature and merely observe neural ‘‘correlates’’ or ‘‘signatures’’
of conscious perception, some studies (Manita et al., 2015;
Sachidhanandam et al., 2013) provide evidence for a causal
role of top-down inputs in perception.

An important question is whether primary sensory areas are
invariably members of the set of areas that need to engage in
recurrent interactions before a sensory stimulus can reach
awareness. The van Vugt et al. (2018) data were explained well
by a late difference in PFC activity between stimuli that were
and were not reported, with only modest (but significant) differ-
ences in the late recurrent activation of visual cortex (see inset
in Figure 2C). However, the situation may differ for tasks that
rely on fine-grained visual information processing and that may
critically depend on recurrent loops involving V1. For example,
in one study (Supèr et al., 2001), monkeys performed a
texture-segregation task in which they detected a figure
composed of line elements of one orientation superimposed
on a background with line elements of the opposite orientation
(Figure 3). The initial feedforward activity elicited in the visual cor-
tex was driven by the texture elements in the neurons’ receptive
fields, whereas later activity reflected successful figure-ground
perception; figures that reached awareness elicited more V1
activity than the background, but figures that stayed subliminal
did not. This delayed response enhancement is thought to be
caused by feedback from higher visual areas to V1 (Christophel
et al., 2017; Klink et al., 2017; Lamme and Roelfsema, 2000). On
trials in which the monkeys failed to perceive the figure-ground
stimulus, they presumably saw the texture elements, which
were of high contrast, and only failed to perceive that the line el-
ements defined a figure. Accordingly, the initial visually driven
response did not depend on figure-ground perception (unlike
in the contrast detection task of Figure 2B). In contrast, the
delayed figural response enhancement was absent on missed
trials, implying that failures of figure-ground perception are asso-
ciated with a lack of recurrent interactions between V1 and
higher brain regions. Taken together, these findings suggest
that the critical brain regions engaging in the recurrent interac-
tions for conscious perception may be task and stimulus depen-
dent: whereas recurrent, metastable activity in the PFC and in-
terconnected associative areas may be systematically present
during conscious perception, recurrent interactions with primary
sensory areas may play a role or not, depending on the task’s
emphasis on high-resolution sensory information (for a similar
argument in the field of mental imagery, see Kosslyn et al.,
1995). In tasks that rely on recurrent interactions between V1
and higher areas, V1 neurons become part of the GNW, and

Figure 3. Late Feedback to V1 Reflects
Conscious Figure-Ground Segregation
A square figure is composed of line elements of one
orientation superimposed on a background with line
elements of the opposite orientation. Initial feed-
forward activity is strictly identical whether the
figure is placed within V1 neurons’ receptive field
(thick curve) or when the receptive field falls on the
background regions (thin curve). Only the later
sustained activity, dependent on top-down cortical
signals, discriminates figure from ground but only
when the monkey detected the figure (hit), not when
it failed (miss). Modified from data in Supèr
et al., 2001.
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processing are indeed most pronounced in layers II/III and V of
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on a background with line elements of the opposite orientation
(Figure 3). The initial feedforward activity elicited in the visual cor-
tex was driven by the texture elements in the neurons’ receptive
fields, whereas later activity reflected successful figure-ground
perception; figures that reached awareness elicited more V1
activity than the background, but figures that stayed subliminal
did not. This delayed response enhancement is thought to be
caused by feedback from higher visual areas to V1 (Christophel
et al., 2017; Klink et al., 2017; Lamme and Roelfsema, 2000). On
trials in which the monkeys failed to perceive the figure-ground
stimulus, they presumably saw the texture elements, which
were of high contrast, and only failed to perceive that the line el-
ements defined a figure. Accordingly, the initial visually driven
response did not depend on figure-ground perception (unlike
in the contrast detection task of Figure 2B). In contrast, the
delayed figural response enhancement was absent on missed
trials, implying that failures of figure-ground perception are asso-
ciated with a lack of recurrent interactions between V1 and
higher brain regions. Taken together, these findings suggest
that the critical brain regions engaging in the recurrent interac-
tions for conscious perception may be task and stimulus depen-
dent: whereas recurrent, metastable activity in the PFC and in-
terconnected associative areas may be systematically present
during conscious perception, recurrent interactions with primary
sensory areas may play a role or not, depending on the task’s
emphasis on high-resolution sensory information (for a similar
argument in the field of mental imagery, see Kosslyn et al.,
1995). In tasks that rely on recurrent interactions between V1
and higher areas, V1 neurons become part of the GNW, and

Figure 3. Late Feedback to V1 Reflects
Conscious Figure-Ground Segregation
A square figure is composed of line elements of one
orientation superimposed on a background with line
elements of the opposite orientation. Initial feed-
forward activity is strictly identical whether the
figure is placed within V1 neurons’ receptive field
(thick curve) or when the receptive field falls on the
background regions (thin curve). Only the later
sustained activity, dependent on top-down cortical
signals, discriminates figure from ground but only
when the monkey detected the figure (hit), not when
it failed (miss). Modified from data in Supèr
et al., 2001.
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of the stimulus and incorrectly localized it (unaware-
incorrect condition). Importantly, all three categories of
trials involved identical stimuli. We expected only a very
small number of trials in which participants were sub-
jectively aware of the stimulus, yet incorrectly localized it
(aware-incorrect condition). Therefore, this condition
was not included in the planned analyses.

On the one hand, we contrasted the neural activity
evoked by seen and unseen targets that underwent
enough perceptual processing to elicit a correct re-
sponse. This comparison between the aware-correct
and unaware-correct conditions allowed us to narrow
the potential differences in perceptual processing be-
tween subjectively seen versus unseen targets because
localization performance was equated between the two
conditions, and thereby to better circumscribe the differ-
ences in neural activity that are specifically associated
with subjective perceptual awareness.

On the other hand, based on previous studies of
perception without subjective awareness, we expected
localization performance for unseen targets to be better
than chance, that is, we expected unconscious percep-
tion to occur. Thus, because above-chance localization
performance indicates that participants are able to dis-
criminate between different states of the target stimulus
(i.e., its location), according to the objective-measure
approach, participants should be considered objectively
aware of the target in the unaware-correct condition (at
least on those trials in which the correct answer is not
arrived at by chance). By contrast, one can be confident
that participants are objectively unaware of the target
when they are unable to localize it (unaware-incorrect
condition). Thus, the neural correlates of awareness
defined according to the objective-measure approach
may be studied by comparing unaware-correct trials and
unaware-incorrect trials. It is important to emphasize
that this rationale is contingent on above-chance local-
ization performance for unseen targets. To illustrate, it
would be absurd to claim that in a task in which par-
ticipants perform at chance, correct trials are trials in
which they are objectively aware of the target and in-
correct trials are trials in which they are objectively un-
aware of it.

In this study, in order to avoid confusion, we will
adopt the terminology associated with the subjective-
measure approach of awareness and label above-chance
forced-choice performance in the absence of subjective
awareness ‘‘unconscious perception’’ rather than ‘‘ob-
jective awareness.’’

METHODS

Participants

Twenty three right-handed students (6 men, 22–28 years
of age) participated for pay ($10). All reported normal or
corrected-to-normal visual acuity.

Stimuli

The fixation display was a cross subtending 0.58 of visual
angle. The target display was a 15 ! 15 matrix made up
of line segments tilted to the right, each of which
subtended 0.58 of visual angle. On target-present trials,
a square region of 3 ! 3 line segments was randomly
chosen at one of four possible locations: the upper-left,
upper-right, lower-left, or lower-right corner of the
matrix, and centered at an eccentricity of 48 of visual
angle from the fixation point (Figure 1). Line segments
within this square region were tilted by 258, whereas line
segments in the remainder of the matrix were tilted by
158. The resulting percept was a square figure against a
background. On catch trials, all line segments in the
target display had the same orientation, thus no square
figure was visible. The masking display consisted of the
matrix with two line segments in the two possible
orientations (that of the background and that of the
square) superimposed in each cell. All stimuli were gray
on a black background.

Behavioral Procedure

On each trial, the fixation display appeared for 500 msec.
The target display was then presented for a variable du-
ration, as described below. The masking display imme-
diately followed and remained on the screen for 500 msec.
Participants were required to produce two responses.
First, they made a speeded forced-choice response to
the location of the target by pressing one of four desig-
nated keys with one hand (localization response). A ques-
tion mark appeared immediately after the first response,
prompting the participants to indicate by pressing one of
two other designated keys with their other hand whether
they had seen the target or merely guessed its location
(awareness response). A new trial began 500 msec after
the second response. Response-to-hand mapping was
counterbalanced between participants.

The experiment consisted of a calibration phase fol-
lowed by an experimental phase. The calibration phase

Figure 1. Example of the target (left) and mask (right) stimuli. In
this example, the target appears in the lower right corner.
Luminance polarity was inverted in the actual experiment (gray
lines on a black background).
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smaller than its amplitude on correct-performance trials
(see Figure 2). It follows that the observed lower mean
amplitude in the unaware-correct waveform relative to the
aware-correct waveform on the P3 component may result
from the higher proportion of chance responding in the
latter relative to the former condition.Onemight therefore
argue that there is, in fact, no difference between aware-
correct and unaware-correct trials on the P3 component,
when chance responding is taken into account.

We conducted additional analyses to examine this pos-
sibility. Specifically, we sought to mathematically esti-
mate whether the amplitude of the P3 component of the
ERP waveform corresponding to unaware-correct trials
that were not responded to correctly by chance (hence-
forth, chance-free unaware-correct trials) would remain
lower in amplitude than the P3 amplitude of the aware-
correct waveform. Note that although the finding that
localization accuracy on unaware trials was well above
chance tells us that such chance-free unaware-correct
trials indeed occurred, one cannot determine whether an
individual trial was a chance trial or a chance-free trial.
Thus, we could only estimate the amplitudes of the wave-

form corresponding to chance-free unaware-correct trials.
The calculations used to derive a hypothetical approxima-
tion of the unknown chance-free unaware-correct wave-
form from the knownwaveforms corresponding to chance
trials (unaware-incorrect waveform) and to unaware-
correct trials are described in the footnote.2 We con-
ducted an ANOVA on ERP mean amplitudes in the P3
time window with condition (aware correct vs. chance-
free unaware correct), scalp region (frontal, temporal,
central, parietal, occipital), and exposure (short vs.
long) as factors and found that the amplitude of the P3
component remained significantly larger in the aware
correct than in the chance-free unaware-correct condi-
tion in all scalp regions (see Tables 2 and 3 for statistics).
Note that although the estimated chance-free unaware-
correct waveform does not reflect the neural processes
that actually took place in the participants’ brains, it
should provide a reasonable approximation for the
purpose of rejecting the argument that chance respond-
ing alone accounts for the P3 difference attributed to
subjective awareness.

Unconscious Perception (Objective Performance)

To examine the neural correlates of unconscious pro-
cessing, we compared the ERP waveforms associated
with trials that were identical in terms of physical stimulus,

Figure 3. Mean of long and short exposures ERP waveforms at Pz
for the aware-correct, unaware-correct, and unaware-incorrect
conditions. The time window for the P3 component used for
analyses is depicted in light gray. Below are scalp current density
maps for the three experimental conditions during the P3 time
window. The aware-correct condition elicited a widespread
positivity across the entire scalp, the unaware-correct condition
elicited a positivity restricted to the parietal scalp region, and the
unaware-incorrect elicited little activation across the scalp.

Figure 2. Grand mean event-related potentials (ERPs) of the
aware-correct (red), unaware-correct (blue), and unaware-incorrect
(yellow) conditions for the short-exposure condition (top) and for
the long-exposure condition (bottom). The ERPs are time-locked to
matrix display onset and are calculated relative to a 200-msec baseline.

1440 Journal of Cognitive Neuroscience Volume 21, Number 7

Comparison of Major Theories

Mashour et al. - 2020 - Table 1 

30

Table 1. Comparison of Theories of Consciousness

Theory

A conscious process

corresponds to. Neural mechanisms include.
The role of the prefrontal

cortex is.
Consciousness can be

measured in humans by.
Consciousness can be

disrupted when.

Global

neuronal

workspace

information, initially encoded in

one or more specialized

processors, that enters a large-

scale reverberant network and

is globally accessed by the

other specialized processors

sudden ignition of a brain-scale

network of high-level cortical

areas linked by long-distance

re-entrant loops

an important hub of the global

neuronal network contributing

to the integration of higher brain

functions and their

diversification, and contributing

to non-linear ignition

late (~300 ms) global ignition of

distant areas, global information

sharing, and other markers of

long-distance information

sharing across the workspace

network

the function of cortical hubs or

reverberant connectivity is

disrupted, particularly top-

down amplification of signals

Integrated

informationa
information that is both

integrated and differentiated,

and that cannot be

decomposed into causally

independent parts

a confluence of posterior

sensory and association

cortices that represent a

‘‘hot zone’’ of neural processing

not essential for experience

itself but contributes to

post-conscious cognitive

processing, such as planning

or verbal report

surrogates of information

integration and differentiation,

such as F or the perturbational

complexity index

integration or differentiation is

suppressed, leading to a

reduction in the repertoire of

possible states

Higher-order

thoughtb
any first-order representation X

that enters into a second-order,

metacognitive representation

(e.g., ‘‘I currently see X’’)

neural circuits that that

meta-represent information

arising from other areas

for some regions (e.g., Brodman

area 10), essential in generating

second-order, metacognitive

representations

not determined activity of anterior prefrontal

regions and other areas

involved in higher-order

metacognitive representations

is suppressed (e.g., due to a

lesion)

Recurrent

processingc
any neural code that is shaped

by recurrent loops from higher-

order to lower-order areas

and back

feedback connections in

sensory pathways

not essential for experience

itself but contributes to

cognitive processes associated

with post-conscious

processing, such as planning or

verbal report

top-down signals reaching back

to sensory areas due to

recurrent loops

top-down, re-entrant

processing is selectively

suppressed

aTononi et al., 2016.
bBrown et al., 2019.
cLamme, 2018.
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CONSCIOUSNESS

A neural correlate of sensory consciousness
in a corvid bird
Andreas Nieder*, Lysann Wagener, Paul Rinnert

Subjective experiences that can be consciously accessed and reported are associated with the cerebral
cortex. Whether sensory consciousness can also arise from differently organized brains that lack a
layered cerebral cortex, such as the bird brain, remains unknown. We show that single-neuron responses
in the pallial endbrain of crows performing a visual detection task correlate with the birds’ perception
about stimulus presence or absence and argue that this is an empirical marker of avian consciousness.
Neuronal activity follows a temporal two-stage process in which the first activity component mainly
reflects physical stimulus intensity, whereas the later component predicts the crows’ perceptual
reports. These results suggest that the neural foundations that allow sensory consciousness
arose either before the emergence of mammals or independently in at least the avian lineage and do
not necessarily require a cerebral cortex.

S
ensory consciousness, the ability to have
subjective experience that can be ex-
plicitly accessed and thus reported, arises
frombrain processes that emerged through
evolutionary history (1, 2). Today, the neu-

ral correlates of consciousness are primarily
associated with the workings of the primate
cerebral cortex (3–6), a part of the telencephalic
pallium that is laminar in organization

(7–9). Birds, by contrast, have evolved a differ-
ent pallium since they diverged from themam-
malian lineage 320 million years ago (10, 11).
The bird pallium retains organizational prin-
ciples reminiscent of the mammalian brain
(12) but is distinctively nuclear and lacks a
layered cerebral cortex (13–15). Despite this,
birds demonstrate sophisticated perceptual
and cognitive behaviors that suggest conscious
experiences (16, 17).
The associative endbrain area called nidopal-

lium caudolaterale (NCL) is linked to high-level
cognition in birds (18, 19) and is considered a

putative avian analog of the mammalian pre-
frontal cortex (20), which plays a predominant
role in sensory consciousness in primates
(21–23). To signify a “neural correlate of con-
sciousness” in primates, brain activity that
systematically changeswith the subject’s report
of whether or not it had perceived identical
stimuli is identified (24, 25). We hypothesized
that conscious experience originates from ac-
tivity of the NCL in corvids and used a corre-
sponding experimental protocol in which only
the crows’ internal state, not the physical stim-
ulus properties, determined their subjective
experience.
We trained two carrion crows (Corvus corone)

to report the presence or absence of visual
stimuli around perceptual threshold in a rule-
based delayed detection task (Fig. 1A and
supplementary materials and methods). At
perceptual threshold, the internal state of
the crows determined whether stimuli of
identical intensity would be seen or not per-
ceived. After a delay, a rule cue informed
the crow about which motor action was re-
quired to report its percept. Thus, the crows
could not prepare motor responses prior to
the rule cues, which enabled the investi-
gation of neuronal activity related to sub-
jective sensory experience and its lasting
accessibility.
The crows’ proportion of “yes” responses in

relation to increasing stimulus intensity gave
rise to classical psychometric functions (Fig. 1,
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Fig. 1. Crows performed a delayed stimulus detection task. (A) Behavioral
task. After the crow initiated a trial in the Go period, a brief visual stimulus
of variable intensity appeared in 50% of the trials (stimulus trials), whereas
no stimulus appeared in the other half of the trials (no stimulus trials). After
a delay period, a rule cue informed the crow how to respond if it had seen or
had not seen the stimulus. In stimulus trials (top), a red cue required a response
for stimulus detection (“yes”), whereas a blue cue prohibited a response for
stimulus detection. In no-stimulus trials (bottom), rule-response contingencies

were inverted. (B and C) Psychometric functions of crow O (B) and crow G (C).
Grouping of trials into suprathreshold, near-threshold, and no-stimulus trials.
Error bars (very small) indicate standard error of the mean. (D) Signal detection
theory classifies an observer’s behavior at detection threshold, given two
stimulus conditions (stimulus present or absent) and two possible responses
(“yes, stimulus present” and “no, stimulus absent”). (E) Lateral view of a
crow brain depicting the nidopallium caudolaterale (NCL, shaded) in the
telencephalon. Cb, cerebellum; OT, optic tectum.
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A neural correlate of sensory consciousness
in a corvid bird
Andreas Nieder*, Lysann Wagener, Paul Rinnert

Subjective experiences that can be consciously accessed and reported are associated with the cerebral
cortex. Whether sensory consciousness can also arise from differently organized brains that lack a
layered cerebral cortex, such as the bird brain, remains unknown. We show that single-neuron responses
in the pallial endbrain of crows performing a visual detection task correlate with the birds’ perception
about stimulus presence or absence and argue that this is an empirical marker of avian consciousness.
Neuronal activity follows a temporal two-stage process in which the first activity component mainly
reflects physical stimulus intensity, whereas the later component predicts the crows’ perceptual
reports. These results suggest that the neural foundations that allow sensory consciousness
arose either before the emergence of mammals or independently in at least the avian lineage and do
not necessarily require a cerebral cortex.
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(21–23). To signify a “neural correlate of con-
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of whether or not it had perceived identical
stimuli is identified (24, 25). We hypothesized
that conscious experience originates from ac-
tivity of the NCL in corvids and used a corre-
sponding experimental protocol in which only
the crows’ internal state, not the physical stim-
ulus properties, determined their subjective
experience.
We trained two carrion crows (Corvus corone)

to report the presence or absence of visual
stimuli around perceptual threshold in a rule-
based delayed detection task (Fig. 1A and
supplementary materials and methods). At
perceptual threshold, the internal state of
the crows determined whether stimuli of
identical intensity would be seen or not per-
ceived. After a delay, a rule cue informed
the crow about which motor action was re-
quired to report its percept. Thus, the crows
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jective sensory experience and its lasting
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Fig. 1. Crows performed a delayed stimulus detection task. (A) Behavioral
task. After the crow initiated a trial in the Go period, a brief visual stimulus
of variable intensity appeared in 50% of the trials (stimulus trials), whereas
no stimulus appeared in the other half of the trials (no stimulus trials). After
a delay period, a rule cue informed the crow how to respond if it had seen or
had not seen the stimulus. In stimulus trials (top), a red cue required a response
for stimulus detection (“yes”), whereas a blue cue prohibited a response for
stimulus detection. In no-stimulus trials (bottom), rule-response contingencies

were inverted. (B and C) Psychometric functions of crow O (B) and crow G (C).
Grouping of trials into suprathreshold, near-threshold, and no-stimulus trials.
Error bars (very small) indicate standard error of the mean. (D) Signal detection
theory classifies an observer’s behavior at detection threshold, given two
stimulus conditions (stimulus present or absent) and two possible responses
(“yes, stimulus present” and “no, stimulus absent”). (E) Lateral view of a
crow brain depicting the nidopallium caudolaterale (NCL, shaded) in the
telencephalon. Cb, cerebellum; OT, optic tectum.
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Neuronal activity follows a temporal two-stage process in which the first activity component mainly
reflects physical stimulus intensity, whereas the later component predicts the crows’ perceptual
reports. These results suggest that the neural foundations that allow sensory consciousness
arose either before the emergence of mammals or independently in at least the avian lineage and do
not necessarily require a cerebral cortex.
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(21–23). To signify a “neural correlate of con-
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systematically changeswith the subject’s report
of whether or not it had perceived identical
stimuli is identified (24, 25). We hypothesized
that conscious experience originates from ac-
tivity of the NCL in corvids and used a corre-
sponding experimental protocol in which only
the crows’ internal state, not the physical stim-
ulus properties, determined their subjective
experience.
We trained two carrion crows (Corvus corone)

to report the presence or absence of visual
stimuli around perceptual threshold in a rule-
based delayed detection task (Fig. 1A and
supplementary materials and methods). At
perceptual threshold, the internal state of
the crows determined whether stimuli of
identical intensity would be seen or not per-
ceived. After a delay, a rule cue informed
the crow about which motor action was re-
quired to report its percept. Thus, the crows
could not prepare motor responses prior to
the rule cues, which enabled the investi-
gation of neuronal activity related to sub-
jective sensory experience and its lasting
accessibility.
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Fig. 1. Crows performed a delayed stimulus detection task. (A) Behavioral
task. After the crow initiated a trial in the Go period, a brief visual stimulus
of variable intensity appeared in 50% of the trials (stimulus trials), whereas
no stimulus appeared in the other half of the trials (no stimulus trials). After
a delay period, a rule cue informed the crow how to respond if it had seen or
had not seen the stimulus. In stimulus trials (top), a red cue required a response
for stimulus detection (“yes”), whereas a blue cue prohibited a response for
stimulus detection. In no-stimulus trials (bottom), rule-response contingencies

were inverted. (B and C) Psychometric functions of crow O (B) and crow G (C).
Grouping of trials into suprathreshold, near-threshold, and no-stimulus trials.
Error bars (very small) indicate standard error of the mean. (D) Signal detection
theory classifies an observer’s behavior at detection threshold, given two
stimulus conditions (stimulus present or absent) and two possible responses
(“yes, stimulus present” and “no, stimulus absent”). (E) Lateral view of a
crow brain depicting the nidopallium caudolaterale (NCL, shaded) in the
telencephalon. Cb, cerebellum; OT, optic tectum.
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Subjective experiences that can be consciously accessed and reported are associated with the cerebral
cortex. Whether sensory consciousness can also arise from differently organized brains that lack a
layered cerebral cortex, such as the bird brain, remains unknown. We show that single-neuron responses
in the pallial endbrain of crows performing a visual detection task correlate with the birds’ perception
about stimulus presence or absence and argue that this is an empirical marker of avian consciousness.
Neuronal activity follows a temporal two-stage process in which the first activity component mainly
reflects physical stimulus intensity, whereas the later component predicts the crows’ perceptual
reports. These results suggest that the neural foundations that allow sensory consciousness
arose either before the emergence of mammals or independently in at least the avian lineage and do
not necessarily require a cerebral cortex.
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Fig. 1. Crows performed a delayed stimulus detection task. (A) Behavioral
task. After the crow initiated a trial in the Go period, a brief visual stimulus
of variable intensity appeared in 50% of the trials (stimulus trials), whereas
no stimulus appeared in the other half of the trials (no stimulus trials). After
a delay period, a rule cue informed the crow how to respond if it had seen or
had not seen the stimulus. In stimulus trials (top), a red cue required a response
for stimulus detection (“yes”), whereas a blue cue prohibited a response for
stimulus detection. In no-stimulus trials (bottom), rule-response contingencies

were inverted. (B and C) Psychometric functions of crow O (B) and crow G (C).
Grouping of trials into suprathreshold, near-threshold, and no-stimulus trials.
Error bars (very small) indicate standard error of the mean. (D) Signal detection
theory classifies an observer’s behavior at detection threshold, given two
stimulus conditions (stimulus present or absent) and two possible responses
(“yes, stimulus present” and “no, stimulus absent”). (E) Lateral view of a
crow brain depicting the nidopallium caudolaterale (NCL, shaded) in the
telencephalon. Cb, cerebellum; OT, optic tectum.
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B and C). Trials were classified into supra-
threshold (the two highest stimulus intensi-
ties), near-threshold (the two lowest stimulus
intensities at perceptual threshold), and no-
stimulus categories (Fig. 1C). The crows’ re-
sponses were classified according to signal
detection theory into “hit” (correct “yes” re-
sponse to a stimulus), “correct rejection” (cor-
rect “no” response for stimulus absence), “miss”
(erroneous “no” response to stimulus pres-
ence), and “false alarm” (erroneous “yes” re-
sponse for stimulus absence) (Fig. 1D).
While the crows performed the task, we rec-

orded single-cell activity of 480 neurons (n =
306 for crow G; n = 174 for crow O) from the
NCL (Fig. 1E and supplementary materials and
methods). We first identified 262 task-selective
neurons that showed differences in firing rates
for suprathreshold trials versus no-stimulus
trials (Mann-Whitney U test, p < 0.01). The
selective time intervals of these neurons that
together bridged the total trial period were
classified into stimulus-related (n= 155) (Fig. 2A)
and delay-related (n = 165) (Fig. 2B).
Next, we compared the discharges during

the crows’ “yes” versus “no” responses in the
different trial categories (Fig. 1C and supple-
mentary materials and methods). If neurons
signal stimulus intensity, the responses to
near-threshold stimuli should be indistinguish-
able irrespective of the crow’s response. In ad-
dition, the responses during “false alarms” are
expected to be similar to “correct rejections” in
the no-stimulus condition. However, if neu-
rons represent the crows’ percept, they are ex-
pected to change activity as a function of the
crows’ later report. In this case, firing rates
to near-threshold “no” responses should re-
semble those during “correct rejections” in
no-stimulus trials. Likewise, discharges for
near-threshold “yes” responsesand “falsealarms”
should be more similar to those of supra-
threshold “yes” responses.
During stimulus presentation, neurons re-

spondedmainly to stimulus intensity and only
mildly to the crow’s later reported conscious
percept. The example neuron in Fig. 2C dis-
charged exclusively to the presentation of a
salient stimulus, without a correlation with
the crow’s “yes/no” responses. The neuron in
Fig. 2D showed some correlation with the
crow’s later report because firing rates during
near-threshold “yes” responses were similar to
supra-threshold “yes” responses, whereas dis-
charges during near-threshold “no” responses
resembled “correct rejections.”
During the subsequent delay period, however,

manyneurons respondedaccording to the crows’
impending report, rather than to stimulus in-
tensity. The neuron in Fig. 2E showed cat-
egorically higher firing rates for all “yes”
responses (suprathreshold and near-threshold
“hits,” as well as “false alarms” in the absence
of stimuli) compared to all “no” responses (“no”

responses to near-threshold stimuli, “correct
rejections” in the absence of stimuli) during
the first half of the delay period. A similar
effect can be witnessed for the neuron in Fig.
2F, which showed discharges that correlated
with the report at the beginning and end of
the delay period.
To find out whether the activity of the 262

task-selective neurons was related to the crows’
report for the same near-threshold stimuli, we
compared the firing rates in the neurons’ re-
spective selectivity intervals for different trial
outcomes. We used receiver operating char-
acteristic (ROC) analysis from signal detection
theory (26) (supplementary materials and
methods). We derived the area under the ROC
curve (AUC), termed choice probability, as the

probability of predicting the subjective “yes/
no” responses for identical stimuli for the stim-
ulus and the delay phases separately (27).
We first compared the mean (rectified) ac-

tivity during “hit” and “miss” trials for near-
threshold stimuli in the stimulus presentation
period. Choice probability was higher than the
chance level of 0.5 (mean: 0.55; p < 0.001; one-
sample Wilcoxon signed-rank test; n = 155
neurons; compared to a mean of 0.69 for supra-
threshold “hits” and no-stimulus “correct rejec-
tions”) (Fig. 3A). In addition, we compared the
choice probability for “correct rejections”
and “false alarms” during no-stimulus trials,
which was comparable to chance (mean: 0.51;
p = 0.08; one-sample Wilcoxon signed-rank
test; n = 155 neurons) (Fig. 3B). Thus, during
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Fig. 2. Single-neuron
responses in NCL. (A and
B) Pattern of task selectivity
for all stimulus-selective
neurons during the stimulus
(A) and delay period (B).
Bottom: Color-coded traces
of significance values (every
line represents a neuron);
neurons sorted according to
selectivity latency. Top:
Cumulative time-resolved
histogram of task-selective
intervals. (C and D) Activity
of two stimulus-period task-
selective example neurons
in relation to the crow’s
behavioral responses. Top
panels depict dot raster
histograms (every line is
a trial, every dot is an action
potential); bottom panels
represent the corresponding
averaged and smoothed
spike density histograms.
The vertical gray shading
indicates the presentation of
the stimulus (onset at 0 ms),
the vertical dotted line signi-
fies the end of the delay.
The color code represents
the five different trial catego-
ries, with red, orange, and pink
colors representing “yes”
response trials, and dark and
light blue colors “no” response
trials. The horizontal bars in
each spike-density histogram
signify the task-selective
interval. (E and F) Activity of
two delay-period task-selective
example neurons in relation
to the crow’s behavioral
responses. Same layout as in
(C) and (D).
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B and C). Trials were classified into supra-
threshold (the two highest stimulus intensi-
ties), near-threshold (the two lowest stimulus
intensities at perceptual threshold), and no-
stimulus categories (Fig. 1C). The crows’ re-
sponses were classified according to signal
detection theory into “hit” (correct “yes” re-
sponse to a stimulus), “correct rejection” (cor-
rect “no” response for stimulus absence), “miss”
(erroneous “no” response to stimulus pres-
ence), and “false alarm” (erroneous “yes” re-
sponse for stimulus absence) (Fig. 1D).
While the crows performed the task, we rec-

orded single-cell activity of 480 neurons (n =
306 for crow G; n = 174 for crow O) from the
NCL (Fig. 1E and supplementary materials and
methods). We first identified 262 task-selective
neurons that showed differences in firing rates
for suprathreshold trials versus no-stimulus
trials (Mann-Whitney U test, p < 0.01). The
selective time intervals of these neurons that
together bridged the total trial period were
classified into stimulus-related (n= 155) (Fig. 2A)
and delay-related (n = 165) (Fig. 2B).
Next, we compared the discharges during

the crows’ “yes” versus “no” responses in the
different trial categories (Fig. 1C and supple-
mentary materials and methods). If neurons
signal stimulus intensity, the responses to
near-threshold stimuli should be indistinguish-
able irrespective of the crow’s response. In ad-
dition, the responses during “false alarms” are
expected to be similar to “correct rejections” in
the no-stimulus condition. However, if neu-
rons represent the crows’ percept, they are ex-
pected to change activity as a function of the
crows’ later report. In this case, firing rates
to near-threshold “no” responses should re-
semble those during “correct rejections” in
no-stimulus trials. Likewise, discharges for
near-threshold “yes” responsesand “falsealarms”
should be more similar to those of supra-
threshold “yes” responses.
During stimulus presentation, neurons re-

spondedmainly to stimulus intensity and only
mildly to the crow’s later reported conscious
percept. The example neuron in Fig. 2C dis-
charged exclusively to the presentation of a
salient stimulus, without a correlation with
the crow’s “yes/no” responses. The neuron in
Fig. 2D showed some correlation with the
crow’s later report because firing rates during
near-threshold “yes” responses were similar to
supra-threshold “yes” responses, whereas dis-
charges during near-threshold “no” responses
resembled “correct rejections.”
During the subsequent delay period, however,

manyneurons respondedaccording to the crows’
impending report, rather than to stimulus in-
tensity. The neuron in Fig. 2E showed cat-
egorically higher firing rates for all “yes”
responses (suprathreshold and near-threshold
“hits,” as well as “false alarms” in the absence
of stimuli) compared to all “no” responses (“no”

responses to near-threshold stimuli, “correct
rejections” in the absence of stimuli) during
the first half of the delay period. A similar
effect can be witnessed for the neuron in Fig.
2F, which showed discharges that correlated
with the report at the beginning and end of
the delay period.
To find out whether the activity of the 262

task-selective neurons was related to the crows’
report for the same near-threshold stimuli, we
compared the firing rates in the neurons’ re-
spective selectivity intervals for different trial
outcomes. We used receiver operating char-
acteristic (ROC) analysis from signal detection
theory (26) (supplementary materials and
methods). We derived the area under the ROC
curve (AUC), termed choice probability, as the

probability of predicting the subjective “yes/
no” responses for identical stimuli for the stim-
ulus and the delay phases separately (27).
We first compared the mean (rectified) ac-

tivity during “hit” and “miss” trials for near-
threshold stimuli in the stimulus presentation
period. Choice probability was higher than the
chance level of 0.5 (mean: 0.55; p < 0.001; one-
sample Wilcoxon signed-rank test; n = 155
neurons; compared to a mean of 0.69 for supra-
threshold “hits” and no-stimulus “correct rejec-
tions”) (Fig. 3A). In addition, we compared the
choice probability for “correct rejections”
and “false alarms” during no-stimulus trials,
which was comparable to chance (mean: 0.51;
p = 0.08; one-sample Wilcoxon signed-rank
test; n = 155 neurons) (Fig. 3B). Thus, during
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Fig. 2. Single-neuron
responses in NCL. (A and
B) Pattern of task selectivity
for all stimulus-selective
neurons during the stimulus
(A) and delay period (B).
Bottom: Color-coded traces
of significance values (every
line represents a neuron);
neurons sorted according to
selectivity latency. Top:
Cumulative time-resolved
histogram of task-selective
intervals. (C and D) Activity
of two stimulus-period task-
selective example neurons
in relation to the crow’s
behavioral responses. Top
panels depict dot raster
histograms (every line is
a trial, every dot is an action
potential); bottom panels
represent the corresponding
averaged and smoothed
spike density histograms.
The vertical gray shading
indicates the presentation of
the stimulus (onset at 0 ms),
the vertical dotted line signi-
fies the end of the delay.
The color code represents
the five different trial catego-
ries, with red, orange, and pink
colors representing “yes”
response trials, and dark and
light blue colors “no” response
trials. The horizontal bars in
each spike-density histogram
signify the task-selective
interval. (E and F) Activity of
two delay-period task-selective
example neurons in relation
to the crow’s behavioral
responses. Same layout as in
(C) and (D).
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B and C). Trials were classified into supra-
threshold (the two highest stimulus intensi-
ties), near-threshold (the two lowest stimulus
intensities at perceptual threshold), and no-
stimulus categories (Fig. 1C). The crows’ re-
sponses were classified according to signal
detection theory into “hit” (correct “yes” re-
sponse to a stimulus), “correct rejection” (cor-
rect “no” response for stimulus absence), “miss”
(erroneous “no” response to stimulus pres-
ence), and “false alarm” (erroneous “yes” re-
sponse for stimulus absence) (Fig. 1D).
While the crows performed the task, we rec-

orded single-cell activity of 480 neurons (n =
306 for crow G; n = 174 for crow O) from the
NCL (Fig. 1E and supplementary materials and
methods). We first identified 262 task-selective
neurons that showed differences in firing rates
for suprathreshold trials versus no-stimulus
trials (Mann-Whitney U test, p < 0.01). The
selective time intervals of these neurons that
together bridged the total trial period were
classified into stimulus-related (n= 155) (Fig. 2A)
and delay-related (n = 165) (Fig. 2B).
Next, we compared the discharges during

the crows’ “yes” versus “no” responses in the
different trial categories (Fig. 1C and supple-
mentary materials and methods). If neurons
signal stimulus intensity, the responses to
near-threshold stimuli should be indistinguish-
able irrespective of the crow’s response. In ad-
dition, the responses during “false alarms” are
expected to be similar to “correct rejections” in
the no-stimulus condition. However, if neu-
rons represent the crows’ percept, they are ex-
pected to change activity as a function of the
crows’ later report. In this case, firing rates
to near-threshold “no” responses should re-
semble those during “correct rejections” in
no-stimulus trials. Likewise, discharges for
near-threshold “yes” responsesand “falsealarms”
should be more similar to those of supra-
threshold “yes” responses.
During stimulus presentation, neurons re-

spondedmainly to stimulus intensity and only
mildly to the crow’s later reported conscious
percept. The example neuron in Fig. 2C dis-
charged exclusively to the presentation of a
salient stimulus, without a correlation with
the crow’s “yes/no” responses. The neuron in
Fig. 2D showed some correlation with the
crow’s later report because firing rates during
near-threshold “yes” responses were similar to
supra-threshold “yes” responses, whereas dis-
charges during near-threshold “no” responses
resembled “correct rejections.”
During the subsequent delay period, however,

manyneurons respondedaccording to the crows’
impending report, rather than to stimulus in-
tensity. The neuron in Fig. 2E showed cat-
egorically higher firing rates for all “yes”
responses (suprathreshold and near-threshold
“hits,” as well as “false alarms” in the absence
of stimuli) compared to all “no” responses (“no”

responses to near-threshold stimuli, “correct
rejections” in the absence of stimuli) during
the first half of the delay period. A similar
effect can be witnessed for the neuron in Fig.
2F, which showed discharges that correlated
with the report at the beginning and end of
the delay period.
To find out whether the activity of the 262

task-selective neurons was related to the crows’
report for the same near-threshold stimuli, we
compared the firing rates in the neurons’ re-
spective selectivity intervals for different trial
outcomes. We used receiver operating char-
acteristic (ROC) analysis from signal detection
theory (26) (supplementary materials and
methods). We derived the area under the ROC
curve (AUC), termed choice probability, as the

probability of predicting the subjective “yes/
no” responses for identical stimuli for the stim-
ulus and the delay phases separately (27).
We first compared the mean (rectified) ac-

tivity during “hit” and “miss” trials for near-
threshold stimuli in the stimulus presentation
period. Choice probability was higher than the
chance level of 0.5 (mean: 0.55; p < 0.001; one-
sample Wilcoxon signed-rank test; n = 155
neurons; compared to a mean of 0.69 for supra-
threshold “hits” and no-stimulus “correct rejec-
tions”) (Fig. 3A). In addition, we compared the
choice probability for “correct rejections”
and “false alarms” during no-stimulus trials,
which was comparable to chance (mean: 0.51;
p = 0.08; one-sample Wilcoxon signed-rank
test; n = 155 neurons) (Fig. 3B). Thus, during
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Fig. 2. Single-neuron
responses in NCL. (A and
B) Pattern of task selectivity
for all stimulus-selective
neurons during the stimulus
(A) and delay period (B).
Bottom: Color-coded traces
of significance values (every
line represents a neuron);
neurons sorted according to
selectivity latency. Top:
Cumulative time-resolved
histogram of task-selective
intervals. (C and D) Activity
of two stimulus-period task-
selective example neurons
in relation to the crow’s
behavioral responses. Top
panels depict dot raster
histograms (every line is
a trial, every dot is an action
potential); bottom panels
represent the corresponding
averaged and smoothed
spike density histograms.
The vertical gray shading
indicates the presentation of
the stimulus (onset at 0 ms),
the vertical dotted line signi-
fies the end of the delay.
The color code represents
the five different trial catego-
ries, with red, orange, and pink
colors representing “yes”
response trials, and dark and
light blue colors “no” response
trials. The horizontal bars in
each spike-density histogram
signify the task-selective
interval. (E and F) Activity of
two delay-period task-selective
example neurons in relation
to the crow’s behavioral
responses. Same layout as in
(C) and (D).
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B and C). Trials were classified into supra-
threshold (the two highest stimulus intensi-
ties), near-threshold (the two lowest stimulus
intensities at perceptual threshold), and no-
stimulus categories (Fig. 1C). The crows’ re-
sponses were classified according to signal
detection theory into “hit” (correct “yes” re-
sponse to a stimulus), “correct rejection” (cor-
rect “no” response for stimulus absence), “miss”
(erroneous “no” response to stimulus pres-
ence), and “false alarm” (erroneous “yes” re-
sponse for stimulus absence) (Fig. 1D).
While the crows performed the task, we rec-

orded single-cell activity of 480 neurons (n =
306 for crow G; n = 174 for crow O) from the
NCL (Fig. 1E and supplementary materials and
methods). We first identified 262 task-selective
neurons that showed differences in firing rates
for suprathreshold trials versus no-stimulus
trials (Mann-Whitney U test, p < 0.01). The
selective time intervals of these neurons that
together bridged the total trial period were
classified into stimulus-related (n= 155) (Fig. 2A)
and delay-related (n = 165) (Fig. 2B).
Next, we compared the discharges during

the crows’ “yes” versus “no” responses in the
different trial categories (Fig. 1C and supple-
mentary materials and methods). If neurons
signal stimulus intensity, the responses to
near-threshold stimuli should be indistinguish-
able irrespective of the crow’s response. In ad-
dition, the responses during “false alarms” are
expected to be similar to “correct rejections” in
the no-stimulus condition. However, if neu-
rons represent the crows’ percept, they are ex-
pected to change activity as a function of the
crows’ later report. In this case, firing rates
to near-threshold “no” responses should re-
semble those during “correct rejections” in
no-stimulus trials. Likewise, discharges for
near-threshold “yes” responsesand “falsealarms”
should be more similar to those of supra-
threshold “yes” responses.
During stimulus presentation, neurons re-

spondedmainly to stimulus intensity and only
mildly to the crow’s later reported conscious
percept. The example neuron in Fig. 2C dis-
charged exclusively to the presentation of a
salient stimulus, without a correlation with
the crow’s “yes/no” responses. The neuron in
Fig. 2D showed some correlation with the
crow’s later report because firing rates during
near-threshold “yes” responses were similar to
supra-threshold “yes” responses, whereas dis-
charges during near-threshold “no” responses
resembled “correct rejections.”
During the subsequent delay period, however,

manyneurons respondedaccording to the crows’
impending report, rather than to stimulus in-
tensity. The neuron in Fig. 2E showed cat-
egorically higher firing rates for all “yes”
responses (suprathreshold and near-threshold
“hits,” as well as “false alarms” in the absence
of stimuli) compared to all “no” responses (“no”

responses to near-threshold stimuli, “correct
rejections” in the absence of stimuli) during
the first half of the delay period. A similar
effect can be witnessed for the neuron in Fig.
2F, which showed discharges that correlated
with the report at the beginning and end of
the delay period.
To find out whether the activity of the 262

task-selective neurons was related to the crows’
report for the same near-threshold stimuli, we
compared the firing rates in the neurons’ re-
spective selectivity intervals for different trial
outcomes. We used receiver operating char-
acteristic (ROC) analysis from signal detection
theory (26) (supplementary materials and
methods). We derived the area under the ROC
curve (AUC), termed choice probability, as the

probability of predicting the subjective “yes/
no” responses for identical stimuli for the stim-
ulus and the delay phases separately (27).
We first compared the mean (rectified) ac-

tivity during “hit” and “miss” trials for near-
threshold stimuli in the stimulus presentation
period. Choice probability was higher than the
chance level of 0.5 (mean: 0.55; p < 0.001; one-
sample Wilcoxon signed-rank test; n = 155
neurons; compared to a mean of 0.69 for supra-
threshold “hits” and no-stimulus “correct rejec-
tions”) (Fig. 3A). In addition, we compared the
choice probability for “correct rejections”
and “false alarms” during no-stimulus trials,
which was comparable to chance (mean: 0.51;
p = 0.08; one-sample Wilcoxon signed-rank
test; n = 155 neurons) (Fig. 3B). Thus, during
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Fig. 2. Single-neuron
responses in NCL. (A and
B) Pattern of task selectivity
for all stimulus-selective
neurons during the stimulus
(A) and delay period (B).
Bottom: Color-coded traces
of significance values (every
line represents a neuron);
neurons sorted according to
selectivity latency. Top:
Cumulative time-resolved
histogram of task-selective
intervals. (C and D) Activity
of two stimulus-period task-
selective example neurons
in relation to the crow’s
behavioral responses. Top
panels depict dot raster
histograms (every line is
a trial, every dot is an action
potential); bottom panels
represent the corresponding
averaged and smoothed
spike density histograms.
The vertical gray shading
indicates the presentation of
the stimulus (onset at 0 ms),
the vertical dotted line signi-
fies the end of the delay.
The color code represents
the five different trial catego-
ries, with red, orange, and pink
colors representing “yes”
response trials, and dark and
light blue colors “no” response
trials. The horizontal bars in
each spike-density histogram
signify the task-selective
interval. (E and F) Activity of
two delay-period task-selective
example neurons in relation
to the crow’s behavioral
responses. Same layout as in
(C) and (D).
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